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Abstract
Clinical trials are usually performed on a sample of people drawn from the population of interest. The

results of a trial are, therefore, estimates of what might happen if the treatment were to be given to

the entire population of interest. Confidence intervals (CIs) provide a range of plausible values for a

population parameter and give an idea about how precise the measured treatment effect is. CIs may

also provide some useful information on the clinical importance of results and, like p-values, may also

be used to assess ‘statistical significance’. Although other CIs can be calculated, the 95% CI is usually

reported in the medical literature. In the long run, the 95% CI of an estimate is the range within

which we are 95% certain that the true population parameter will lie. Despite the usefulness of the

CI approach, hypothesis testing and the generation of p-values are common in the medical literature.

The p-value is often used to express the probability that the observed differences between study

groups are due to chance. p-values provide no information on the clinical importance of results.

Conclusion: It is good practice for authors of research articles to report CIs with their estimates instead of just

p-values as p-values are less informative and convey no information on clinical importance.

INTRODUCTION
The main reason for performing a clinical trial is that the
results obtained would be applicable to a target population
of people with a certain disease. The population could be
patients with Crohn’s disease, children with asthma or ba-
bies with necrotizing enterocolitis. Practically, it is usually
impossible to perform a study on ‘all’ people in the target
population, and studies are commonly performed on a sam-
ple of people drawn from the population. It is then the hope
that the results obtained for the sample of individuals could
be extrapolated to all individuals in that population.

The results of a study are therefore used as estimates of
what might happen if the treatment were to be given to
the entire population of interest (1,2). For instance, when a
new treatment is found to be more effective than placebo in
inducing remission in Crohn’s disease in individuals in a re-
search study, we assume that the results from the study will
be applicable to the whole population of people with Crohn’s
disease. The accuracy of the study results and, therefore, the

validity of our assumption are however subject to random
error, even if bias (systematic error) is excluded. Random
error is due to the variability in the measured data, which
arises purely by chance. It is possible for this play of chance
alone to lead to an inaccurate estimate of the true treatment
effect. Therefore, as a result of random error, one cannot
be certain how accurately an estimate obtained in a study
reflects the true population value.

Statistical analyses allow us to make inferences about the
whole of the relevant population based on the information
obtained from a sample of individuals by providing some in-
formation on how much random error might be associated
with an estimate (2). This article describes how confidence
intervals (CIs) and hypothesis testing allow us to make such
inferences. The advantages of CIs and the problems associ-
ated with the interpretation of p-values are discussed. It must
be pointed out that the statistical interpretations of CIs and
the p-value are more complex than those described in this
manuscript, but the aim of this article is to be pragmatic,
pedagogical and true to the real use of these terms.
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CONFIDENCE INTERVALS
When a new treatment is being tested on a randomly se-
lected sample of people with Crohn’s disease in the United
Kingdom, it is unlikely that exactly the same results will be
obtained when the same study is repeated in another ran-
domly selected sample from the United Kingdom or any
other part of the world. If several random samples are drawn
from the population of people with Crohn’s disease in the
United Kingdom (or in any other part of the world) and
the same test statistic, for example the mean, is calculated
on each sample, it is most unlikely that the means obtained
for each sample will be exactly the same. Even if biases are
excluded, variations will occur purely by chance. If all the
means from the various samples are arranged, they will form
a sampling distribution of the mean. The standard devia-
tion of this sampling distribution is the standard error. The
standard error of a particular test statistic is, therefore, the
standard deviation of the test statistics obtained from all the
samples randomly drawn from the population, and helps to
give an estimate of the true population statistic.

A useful application of the standard error is that when the
sampling distribution can be approximated to a normal dis-
tribution; an interval occupied by approximately ‘1.96 × the
standard error’ on either side of, say, the mean will represent
the 95% CI. In the long run, this is the range within which
we are 95% certain that the true population mean will lie.
Thus, CI gives an idea of how much an estimate will vary in
different samples randomly taken from the population. CIs
can be calculated for all population parameters including
mean, medians, proportions, rates, differences, etc.

The practical interpretation of CIs is quite straightforward.
As explained above, the aim of statistical analysis is to es-
timate a true population parameter, which is fixed but an
unknown value from the study data. A sample parameter
is calculated from the study data and a CI is calculated.
The sample parameter represents the most likely estimate
of the true population parameter, but we acknowledge that
the sample parameter is an imprecise estimate. The CI is a
way of quantifying the imprecision. It provides a range of
values that are likely to contain the true population parame-
ter. For instance, the 95% CI of our estimate will be the range
within which we are 95% certain that the true population pa-
rameter will lie (3). In a recent study, Kiss et al. found that
the introduction of a simple infection screening programme
into routine antenatal care led to a significant reduction in
pre-term births by 2.3% with a 95% CI of 1.2–3.6% (4). This
means that the most likely estimate is that the programme
reduced pre-term births by 2.3% and that we can be 95%
certain that the ‘true’ reduction in pre-term births for this
population when the infection screening is implemented is
between 1.2% and 3.6%. It is most common to report 95%
CI, but other intervals, such as 90% and 99% CI, may also
be calculated for an estimate.

The width of a 95% CI indicates the precision of the esti-
mate. The wider the CI, the less is the precision. The results
of large studies are subject to less random error leading to
more precise estimates and narrow CIs. On the other hand,
the results of small studies are subject to more random error

and estimates are imprecise leading to wide CIs. The width
of the CI therefore indicates the amount of random error in
an estimate (5). Thus, CIs can be used to determine how sure
we are about the accuracy of a trial in predicting the true size
of the effect. A wide CI may indicate that more data should
be collected before anything very definite can be said about
the results.

HYPOTHESIS TESTING
As described above, CIs are used to infer information about
a population based on data obtained from a representative
sample of people from that population. Despite the useful-
ness of this approach, most statistical analyses in the medical
literature are still based on a different and less informative
approach called hypothesis testing (2,6). A hypothesis is any
proposition framed in a way that will allow it to be tested
and refuted (7). As applied to medical research, a hypothesis
is a statement that will be accepted or rejected based on the
results of the study (1,2).

In hypothesis testing, we are interested in finding out
whether any observed differences seen between two com-
parison groups in a study are due to the treatment under in-
vestigation or purely due to chance (8). In other words, we
are trying to find out the likelihood of finding the observed
differences if, in fact, no such differences exist between the
groups. To do this, we initially make an assumption that there
is no difference between the groups. This assumption of ‘no
difference’ is known as the null hypothesis. Put simply, the
null hypothesis states that the results observed in a study are
no different from what might have occurred as a result of
the operation of chance alone (7). This hypothesis is then
subjected to a statistical test and is either rejected or not re-
jected. When the null hypothesis is rejected, the alternate
hypothesis (the opposite of the null hypothesis) that the ob-
served differences between the groups is real or not due to
chance is accepted.

There are many different statistical tests that may be used
in hypothesis testing, and these can be broadly classified
as either parametric tests or non-parametric tests (9). The
choice of the correct test depends on the nature of the data,
the study design and the hypothesis under investigation (10).
Whatever the test used, the end result is to generate what is
called a p-value (or probability value). Being a probability,
the p-value can take any value between 0 and 1.

p-value
To understand what the p-value is all about, let us go back to
the null hypothesis (see above). A simplified but common in-
terpretation of the p-value is that it is the probability that the
null hypothesis is true, i.e. the probability that the observed
differences between the study groups are due to chance. In
other words, the p-value is a measure of how much statis-
tical evidence we have ‘in favour’ of the null hypothesis. If
the p-value is sufficiently small (see below), we say that the
evidence in favour of the null hypothesis is weak and that
the likelihood of the observed differences due to chance is
so small that the null hypothesis is unlikely to be true. We
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would therefore reject the null hypothesis and accept the al-
ternate hypothesis that suggests that the observed differences
between the groups are not due to chance. The smaller the
p-value, the weaker is the evidence in favour of the null hy-
pothesis. On the other hand, if the p-value is sufficiently big
(see below), we say that the evidence in favour of the null
hypothesis is strong and that the probability of the observed
differences due to chance is so big that we fail to reject the
null hypothesis. We, therefore, conclude that the differences
are likely to be due to chance.

Statistical significance
There is no satisfactory answer to the question of how small
a p-value should be before the null hypothesis is rejected.
Traditionally, many researchers use a p-value of 0.05 as the
cut-off for rejecting or not rejecting the null hypothesis. What
this means is that if the p-value is less than 0.05, we say that
the evidence in favour of the null hypothesis is so small that
we will reject the null hypothesis and accept the alternative
hypothesis that there is a statistical difference between the
treatment groups (the results are unlikely to have occurred
by chance). When the p-value is below the cut-off, the result
is generally referred to as being ‘statistically significant’. If
the p-value is equal or greater than 0.05, then we say that
the evidence in favour of the null hypothesis is big enough for
us to fail to reject the null hypothesis that there is no differ-
ence between the groups (the results might have occurred by
chance). In such a situation, we are unable to demonstrate a
statistical difference between the groups and the result is re-
ferred to as ‘not statistically significant’. It should be noted
that the cut-off level of 0.05 is purely arbitrary and gives
no indication as to the clinical importance of any observed
differences. As Altman has stated, there is not much of a
difference between, say, a p-value of 0.055 and a p-value of
0.045 (2). Small changes in sample size could tilt the p-value
from one side of the cutoff to another.

Statistical significance versus clinical importance
p-values provide no information at all on the clinical impor-
tance of any observed differences between groups, and a low
p-value does not also exclude the problem of bias. A p-value
of <0.05 should not be regarded as ‘proof’ that an interven-
tion is effective, and a p-value of ≥0.05 does not also mean
that the intervention is not effective. A low or high p-value
does not prove anything with regard to the effectiveness of
an intervention. All it tells us is that the results could or
could not have arisen by chance.

Thus, a statistically significant finding, by itself, has very
little to do with clinical practice and has no direct relation-
ship with clinical significance. Clinical significance reflects
the value of the results to patients and may be defined as a
difference in effect size between groups that could be consid-
ered to be important in clinical decision making regardless of
whether the difference is statistically significant or not. Mag-
nitude and statistical significance are numerical calculations,
but judgements about the clinical significance or clinical im-
portance of the measured effect are relative to the topic of
interest (11). Judgements about clinical significance should

also take into consideration how the benefits and any ad-
verse events of an intervention are valued by the patient.

CIs versus p-values
CIs convey additional and more useful information than p-
values. As discussed above, CIs provide a range of plausible
values for a population parameter and give an idea about
how precise the measured treatment effect is. They can also
be used to reject or retain the null hypothesis, i.e. to assess
‘statistical significance’ and thus can function as a traditional
hypothesis test (6). In addition to all these, they may also
provide some information on clinical importance.

Although CIs and p-values are different, there is some
relation between them when it comes to determining sta-
tistical significance (2). The p-value will be less than 0.05
(i.e. statistically significant) only when the 95% CI does not
include whatever value is specified in the null hypothesis.
For example, if a CI for a mean difference ‘includes’ 0, the
data could be consistent with a population mean difference
of 0, and therefore we can say that there is no statistically
significant difference between the groups being compared.
If the CI for a mean difference ‘does not include’ 0, the data
are not consistent with equal population means, and we can
say that there is a statistically significant difference between
the groups (3). In the same vein, if the CI for relative risk
or odds ratio for a population parameter includes ‘1’, we say
there is no difference between the groups being compared
and if it ‘does not include’ ‘1’, then there is a statistically
significant difference.

CIs may also provide some useful information on the clin-
ical importance of results. To illustrate this point, let us con-
sider a hypothetical situation where a standard treatment
(T1) is compared with a new treatment (T2) for the treat-
ment of active Crohn’s disease in children. Here we are in-
terested in reduction in disease activity as assessed with the
multi-item validated instrument referred to as the Pediatric
Crohn’s Disease Activity Index (PCDAI) (12), over a 6-week
study period. The PCDAI provides a score that ranges from
0 to 100, with higher scores reflecting greater disease activ-
ity. A PCDAI decrease of 1 or 2 points is unlikely to be of
any clinical importance, but it has recently been shown that
a decrease of 12.5 points or greater following therapeutic
intervention reflects a clinically significant response (13). If
the mean difference in PCDAI reduction (T2 – T1) is posi-
tive, it means that the mean reduction of PCDAI for the T2
group is higher than the mean for the T1 group, and T2 is
favoured. If the mean difference is negative, it means that
the mean reduction for T1 is less than that of T2, and T1 is
favoured. Let us assume that the study yields the six possible
results shown in Table 1.

Interpretations of hypothetical results shown in Table 1
Result 1: The 95% CI of the mean difference does not include
‘0’. The result is therefore ‘statistically significant’. How-
ever, the upper limit of the 95% CI is only 3, and a PCDAI
reduction by only 3 points is unlikely to have any clinical
impact. Therefore, although there is a statistically significant
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Table 1 Hypothetical mean differences (95% CI) in PCDAI reduction between
T1 and T2 (see text)

Mean difference 95% CI for mean difference

Result 1 2 1 to 3
Result 2 2 −1 to 3
Result 3 20 −4 to 50
Result 4 20 1 to 40
Result 5 20 18 to 25
Result 6 20 18 to 60

difference between the treatments, this is not of any clinical
significance.

Result 2: The 95% CI of the mean difference includes
‘0’ meaning we have not demonstrated a real difference
between the treatments. The result is therefore not ‘statisti-
cally significant’. Also, the upper limit of the 95% CI is only
3, which means that even if there was a difference between
the groups, which has not been detected, it is likely not to
be of clinical importance.

Result 3: The 95% CI of the mean difference includes ‘0’
meaning we have not demonstrated a real difference be-
tween the treatments. As in Result 2, the result is therefore
not ‘statistically significant’. However, we cannot be certain
that the results are of no clinical importance. This is because,
the 95% CI ranges from –4 to 50, which means that the in-
terval includes both mean differences of clinical importance
and also differences of no importance at all. Such a study
is likely to be underpowered, and further studies with larger
sample sizes will be needed before we can make any firm
conclusions.

Result 4: The 95% CI of the mean difference does not
include ‘0’. The result is therefore ‘statistically significant’.
However, again, there is a wide CI (1–40) and the interval
includes both mean differences of clinical importance and
also differences of no importance. As in Result 3, such a
study is likely to be underpowered, and further studies with
larger sample sizes will be needed before we can make any
conclusions.

Result 5: The 95% CI of the mean difference does not
include ‘0’. The result is therefore ‘statistically significant’.
Moreover, the 95% CI of 18–25 is reasonably narrow and
only includes values that are of clinical importance. This
result therefore appears to be both statistically and clinically
important.

Result 6: The 95% CI of the mean difference does not
include ‘0’. The result is therefore ‘statistically significant’.
Although the 95% CI includes only values that are likely to
be of clinical importance, the interval is too wide to allow us
to be certain about the results. The study is likely to be un-
derpowered and more, well-powered studies are needed.

Real-world example
In a recent study, Lucassen et al. compared a whey
hydrolysate formula with a standard formula in babies with

infantile colic (14). The study was on a small sample of 43
infants. The main finding was that there was a difference
in the decrease of crying duration of 63 min per day be-
tween the two feeds. The 95% CI of this estimate was 1–
27 min per day. It is obvious that the CI is very wide due to
the small sample size. All that the results tell us is that the
difference in the decrease of the duration of crying could
be anything from 1 min per day which, of course, is of no
clinical importance, to 127 min per day which may be clin-
ically relevant. Despite this, and probably because the CI
did not include ‘0’, the authors concluded in their abstract
that “. . .hydrolysed formula is effective in reducing the dura-
tion of crying. . .” Larger, well-powered studies were clearly
needed before such firm conclusions could be made.

CONCLUSIONS
CIs convey additional and more useful information than p-
values. It is good practice for authors of research articles to
report CIs with their results. The p-value is less informative,
can be deduced from the CI and convey no information on
clinical importance.
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