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11.1 What You Will Learn in This Chapter
This chapter continues our development of inference to a new situation, one in which
the objective is to choose between two alternatives. One alternative is thought to be
most likely to apply and is labeled the “null hypothesis,” and the other is labeled the
“alternative hypothesis.” We ask questions such as, “Does process A take longer than
B?” “Is the probability of contracting polio more likely using live antibodies or dead
ones?” “Do daddy longlegs learn from their mistakes in losing their legs?” or “Are
sunspots a source of global warming?”

We restrict our attention to just two alternatives. This inference procedure is
called “hypothesis testing.” We demonstrate how one can devise a strategy to use ob-
served data to choose between the two alternatives in an “optimal manner.” In setting
up the hypothesis test, we note that there are two states of the world, we have only
two choices to make, and that in any situation we can make one of two errors. Either
we incorrectly reject the null, or we incorrectly reject the alternative hypothesis. To
choose an optimal test procedure, we need to assess the cost, or importance to us, of
each of these errors. In the process, we clarify the importance and limitations of hy-
pothesis testing.

We also introduce the idea of a P value as a measure of the likelihood of the ob-
served value of the statistic under the “null,” or the presumed, hypothesis. In this way,
we can transfer information expeditiously to others.

11.2 Introduction
In Chapter 10 we discussed estimation. Our solution to that set of problems involved
having some prior knowledge as well as having some data that have been obtained in a
particular way. Our prior knowledge involved knowing the relevant probability distri-
bution and that the data were collected in such a way that we could be sure that we had
a random sample. A random sample was important because it simplified greatly the
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procedures needed to use the sample to extract information about the unknown param-
eter values. We saw that the limited objective that we could achieve was to provide a
confidence interval for the estimate of the unknown parameter value. It is true that if
we had a very, very large sample we could rely on consistency of the estimator to ob-
tain a point estimate for the unknown parameter value, but having such a large sample
is both very costly and very unusual.

Our objective in estimation is to identify the precise distribution that generated
the observed data, at least up to the limits imposed by our uncertainty. We can now
consider an alternative problem. Suppose that we have even more information, but
that we want to answer a different question. We believe that we actually know the
distribution that is generating the observed data, but we also recognize that some-
times the relevant distribution is not what we think it is. What are some examples of
this situation?

Suppose that you are the chief purchasing agent for a computer manufacturer and
that part of your job is to order chips for the computers your firm manufactures. You
have been doing this job for a while, so you have some very useful experience and
knowledge of the situation. Let us suppose that your problem can be described as
follows.

Usually, your supplier sends you chips that have a power usage rate of 90 milli-
amps, but on occasion when she has orders that exceed her firm’s capacity, she will
substitute a competitor’s product for her own. The competitor’s product has a power
usage rate of 120 milliamps. Your firm is in heavy competition with the Japanese,
so if you use these inferior chips, your firm will have to use special procedures to
lower the overall power usage, and that is expensive. Over the past several months
you have run a series of tests to verify that the mean power usage rates are indeed
90 and 120, respectively; that the variances are the same; and that the relevant prob-
ability distribution is the normal density function. Every few months your firm re-
ceives a large order of chips. Your task is to determine whether the delivered chips
have mean power usage rates of 90 or of 120. Because your test procedure destroys
the tested chips, you will wish to limit the total number of chips tested. The ques-
tion that you want to answer is whether a particular batch of chips is from your reg-
ular supplier. Another way to express the matter is to ask how likely it is that your
sample came from the distribution of power usage rates defined by your regular
supplier’s chips. So how do we solve this problem?

11.3 The Basic Idea of Hypotheses Tests
By now we have learned that it is always a good idea to plot a figure or a diagram to
see the situation more clearly. Let us plot the two alternative distributions in the same
diagram, as shown in Figure 11.1. In this figure, we see that the two distributions
overlap, so that an observation from somewhere in the region of the overlap could as
easily come from either distribution. Our problem can be reformulated as that of try-
ing to devise a “decision rule” that will enable us to make, at least on average, reason-
able decisions using a modest amount of data that we can obtain from the unknown
distribution.
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Figure 11.1 A comparison of two alternative distributions

An obvious initial solution is to pick some point between the two distributions, say
the critical bound in Figure 11.2. The critical bound is a value that bounds the criti-
cal region. If an observation from the observed batch lies below the critical bound,
then we declare that we have the distribution with the smaller power usage rate; but if
the observed power usage rate from a test is greater than the critical bound, then we
declare that we have the distribution with the larger power usage rate. This procedure
sounds reasonable in this simple set of circumstances, but perhaps we should be a lit-
tle cautious before we embark on extensive use of this naive idea.

We already know from our work in estimation that any results that we obtain
from a sample of observations will involve considerable uncertainty about the pre-
cise values of the parameters of the distributions involved. Consequently, we can-
not expect that we can ever be sure that we will be able to detect the actual
distribution. What sort of errors can we make? There are two “states of the world”;
the 90 mean power usage rate distribution applies, or the 120 mean power usage
distribution applies. There are two decisions that we can make; we can choose the
90 mean power rate or the 120 mean power rate. Let us write these possibilities
down as a two-by-two table.

Table 11.1 summarizes the situation. There are four possible outcomes: First, the
state of the world is the 90 mean, and our decision rule leads us to pick either the 90
mean or the 120 mean. If we pick the 90 mean we happen to be correct, but we are
unlikely to know that fact until it is too late to do us any good. But we could also pick
the 120 mean, in which case we are wrong. Let us call this our first error, an “error of
the first kind.” Or, the state of the world is the 120 mean, and we could pick the 120
mean and be right, or we could pick the 90 mean and be wrong; but, as before we



will never know whether we are right until it is too late to do us any good. Let us call
our second error an “error of the second kind.”

Talking about 90 milliamps and 120 milliamps is all very well, but it is a little clumsy.
If we are to discuss alternative decision rules intelligently, we should develop some more
useful terms. Let us call our statements about the alternative states of the world, our hy-
potheses. We began this discussion with an example in which we were fairly sure that
we knew that the actual mean was 90, but that we needed to check that assumption. So
let us label our hypothesis that the state of the world is the 90 mean distribution, the null
hypothesis; the alternative assumption about the state of the world, we can call the al-
ternative hypothesis. So we have in our modest problem two hypotheses about the ac-
tual state of the world—the null hypothesis, which is that hypothesis in which we have
the greatest confidence, and the alternative hypothesis, the alternative state of the world
that we must consider and against which we must guard ourselves.
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Table 11.1 Computer chip decision: Types of decision error
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Figure 11.2 Illustrating probabilities of Type I and II errors



The actual state of the world is a fact, but a fact that we do not know. We hypothe-
size about the possible states of the world and seek a decision rule that will enable us
to talk about the probable state of the world. We can make two types of errors using
any decision rule that forces us to choose one, and only one, state of the world. We
can incorrectly reject the null hypothesis, a Type I error. We can incorrectly reject
the alternative hypothesis, a Type II error.

To get a better idea of these terms, let’s try another example. In a court trial, the ac-
cused is either innocent or she is guilty; the actual situation that is known only to the
accused is the state of the world. The jury hypothesizes two states, innocent or guilty;
they are in fact asked to declare guilty, or “not guilty.” (We will not make any subtle
distinctions between not guilty and innocent.) Actually, given the circumstances, what
jurors are asked to do is to declare: “guilt has been demonstrated to our satisfaction”
versus “guilt has not been demonstrated to our satisfaction.”

Whatever the jury declares, the state of the world, the “truth,” is still unknown to
all but the accused. Further, we have restricted our discussion to the existence of two
exhaustive and mutually exclusive alternatives, both in terms of the state of the world
and in terms of the allowed decisions. If one chooses alternative A, one necessarily
rejects B—and vice versa.

Let the null hypothesis be innocent, or “not guilty” and the alternative hypothesis
be guilty. However the jury decides, they run the risk of two types of error; an inno-
cent person can be convicted, a Type I error; or a guilty person can be declared not
guilty and let off, a Type II error.

Is there another alternative? Indeed there is. The courts in Scotland have the added
choice of declaring that the prosecutor’s case is “not proven.” The “not proven” alter-
native is an appealing one, to statisticians, not to the accused. Choosing this alterna-
tive allows us to continue to collect data to be able to decide with more confidence.
Although this approach has a lot to recommend it, the analysis of the implications of
such a procedure is not at all easy; so we will continue with the simpler, but still chal-
lenging, task of trying to figure out the implications of having to choose between just
two alternatives. We will make the issue even easier by sticking to situations in which
there are two, and only two, alternatives; nothing else besides the null hypothesis and
the alternative hypothesis can possibly occur.

These two hypotheses are usually labeled

� H0: for the null hypothesis
� Ha , or H1: for the alternative hypothesis

We can now explore the implications of our simple rule: pick a point, p, between
the two hypothesized means and declare that the lower mean is the “correct” one if
an observation lies below p and that the larger mean applies if an observation lies
above p. But how do we decide on the value of p? And do we really want only one
observation?

Look at Figure 11.1, which shows the two distributions involved in our computer
chip example. The two distributions overlap. But what if we looked at the distribu-
tion of the sample mean, say X̄ , for each of the theoretical distributions? From our
previous work, we know that the variance of the mean is given by σ 2/n, where σ 2 is
the variance of the distribution of power usage and n is the sample size. Now it is
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clear that if n is large enough, the distributions of the estimator, X̄ , when applied to
both of the hypothesized distributions will produce distributions of the estimator X̄
that are clearly separated. This result follows because as n increases, the size of the
variance decreases and if the variance of each distribution decreases enough, it is
easy to distinguish the two distributions. Pick any point p that lies between the two
distributions of the means and follow our rule; the situation is illustrated in Figure
11.3. This approach would seem to be a very easy way out of our problem; all we
have to do is to choose a large enough sample.

If we could do this in all circumstances, we would indeed have solved our prob-
lem. But there is always a difficulty. In our case, the main difficulty is that the testing
is both expensive and destructive, so that we want to keep the required sample size as
small as possible. We are back to our original problem but this time with a better un-
derstanding of the situation. The difficulty that we really face is that we cannot easily
and cheaply obtain a large enough sample to be able to distinguish with near certainty
the two hypothesized distributions. Further, we now recognize that we will have to
trade off our uncertainty about the outcome with the cost of sampling. A bigger sam-
ple will lower our uncertainty about our choice but only at a price.

Now we know how to proceed; we have to figure out the costs and benefits of our
decision rule as a function of the sample size, n, and our choice of a critical bound p.
The region to the right of the critical bound p in Figure 11.2 is called the critical or
rejection region, and the region below the critical bound p is sometimes called the
acceptance region. These two regions together contain all the possible values of the
estimator, X̄ in our case, that are consistent with the alternative hypothesis and the
null hypothesis, respectively. The critical region is that region of the possible values
of the estimator that are declared to be consistent with the alternative hypothesis; that
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is, these are the values that will lead us to state that we will reject the null hypothesis.
Note that because we have two, and only two, alternative hypotheses, the statement
that we reject the null hypothesis necessarily implies that we accept the alternative
hypothesis. Alternatively, if we reject the alternative hypothesis, we necessarily must
accept the null hypothesis.

A Digression on the Interpretation of Rejection Regions
We should be very careful with our use of language here. The terms acceptance and
rejection refer only to our decisions, to our chosen course of action based on incom-
plete information and knowing that we could be wrong. Even after our decision we
still do not know what the true state of the world is, but we will have taken action
based on our estimate about the probable state of the world.

There is a philosophical distinction buried in this discussion. As we argued in Chapter
10, when we are trying to infer information about the state of the world we can never be
absolutely sure that we are right. There is the old saying that “you can reject a hypothe-
sis, but you can never accept a hypothesis”; that is, you cannot prove by logical deduc-
tion that something exists, although you can show that the existence of something is
logically inconsistent with your observations. For example, we cannot build a “perpetual
motion” machine, or a machine that will produce more energy output than is put into it.
We cannot “prove by logical deduction” that you or I exist, but all our evidence indicates
that our joint existence is very, very probable.

In the realm of statistics and of random variables, the situation is even worse, be-
cause usually we cannot even prove that something is logically impossible, only that
it is very, very improbable. I am willing to go with the really big odds. So that when
something is very, very probable I am prepared to act as if it were “proven”; and
when something is extremely improbable, I am willing to act as if it were impossible.
I suspect that you agree and are prepared to act in the same way. If so, we will have
no further philosophical difficulties and can get on with the practical task of trying to
decide the closer and more interesting cases.

How to Choose an Optimal Decision Rule
Now we can get back to the real problem: How do we trade off costs and benefits in de-
ciding how big our sample size should be, and how do we choose a suitable decision
rule? Examine Figure 11.2, but let us interpret this figure as representing the alternative
distributions of a statistic, say X̄ , the sample mean, that could be drawn from one of two
alternative distributions: one with a theoretical mean of 90 and one with a theoretical
mean of 120 milliamps. Both have a variance of σ 2

o /n, where σ 2
o is the known variance

for the power usage rate distribution with either mean and n is the chosen sample size.
For now let us not worry how we chose n. Also, let us pick any critical bound, p, be-
tween the two means; p may not necessarily be a very good choice, but at least we can
see what the implications are and then we will be able to devise a better way of picking
the “best p.” At the moment, we do not know what a best p might be.

With the information that we have at the moment we can certainly calculate the
probabilities of our two errors under the two alternative states of the world. As you
read the discussion, keep an eye on Figures 11.2 and 11.3 to see clearly what is
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happening. Under each assumed state of the world, we can calculate the probabili-
ties of making each of our decisions:

Mean = 90

pr {Accept H0|H0 is true}
= pr {X̄ belongs to acceptance region given H0 is true}
= pr {X̄ ≤ p|H0 is true}
= pr {Correctly accepting H0} 

pr {Reject H0|H0 is true}
= pr {X̄ belongs to critical region given H0 is true}
= pr {X̄ > p|H0 is true}
= pr {Type I error}

Mean = 120

pr {Accept H0|H1 is true}
= pr {X̄ belongs to acceptance region given H1 is true}
= pr {X̄ ≤ p|H1 is true}
= pr {Type II error}

pr {Reject H0|H1 is true}
= pr {X̄ belongs to critical region given H1 is true}
= pr {X̄ > p|H1 is true}
= pr {Correctly rejecting H0}

The symbol “|” means that the expression that follows conditions the probabil-
ity of the event defined by the expression before the symbol; that is, pr {Reject
H1 | H0 is true} means, “This is the probability that hypothesis H1 is rejected
given that the true state of the world is H0.” Further, the phrase “H0 is true” is
short for “under the assumption that the actual state of the world is such that the
distribution has a mean of 90.” Also notice that the probabilities of both Type I and
Type II errors depend on the conditioning event—that is, on the true and unknown
state of the world. The probabilities under the state of the world H0 add to one; the
probabilities under state of the world H1 add to one; but you cannot add the proba-
bilities under both H0 and H1. The probability of Type I error is evaluated under
the null hypothesis, and the probability of Type II error is evaluated under the al-
ternative hypothesis.

Let us work out an example with specific numbers. Suppose that σ 2
0 /n has the

value 144 when n = 25, so that the value of the standard deviation is 12 and the mean
of X̄ is either 90 or 120. A reasonable choice for p might be halfway between the two
means, or 105. So our decision rule is just to “accept H0” if an observed value of x̄ is
less than 105; otherwise, accept the hypothesis H1.

What you do now is simple; obtain a sample of size 25 by randomly picking 25
computer chips, so that each has an equal chance of being selected. Calculate the
sample mean, x̄ , and observe its value. If the observed x̄ is less than 105 milliamps,
you declare the received batch of computer chips to be acceptable with a mean of 90
milliamps instead of a mean of 120 milliamps.
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But you could be wrong! To see how wrong let us compute the probabilities of
Type I and Type II errors. The probability of Type I error is given by the probability
that under the hypothesis H0 the estimator X̄ is greater than 105 when the variance is
144; that probability is .106:

pr(Type I Error) = pr(X̄ ≥ 105 | Mean = 90, Var = 144)

= pr

(
X̄ − 90

12
≥ 105 − 90

12
| Mean = 90, Var = 144

)

= pr

(
Z ≥ 15

12

)
; Z is distributed as N (0, 1)

= .106

Correspondingly, the probability of Type II error is the probability under the hy-
pothesis H1 that X̄ is less than 105 when the variance is 144; that probability in this
example is also .106:

pr(Type II Error) = pr(X̄ ≤ 105 | Mean = 120, Var = 144)

= pr

(
X̄ − 120

12
≤ 105 − 120

12
| Mean = 120, Var = 144

)

= pr

(
Z ≤ −15

12

)
; Z is distributed as N (0, 1)

= .106

Both these probabilities were obtained by integrating the normal density function be-
tween the indicated bounds using the procedures discussed in Chapter 8 and summa-
rized in Appendix A.

It has become conventional to label these two important probabilities α and β , re-
spectively; that is, α is the probability of Type I error, β is the probability of Type II
error. Correspondingly, the probability of not making an error under the null hypothe-
sis is given by (1 − α), and the probability of not making an error under the alterna-
tive hypothesis is (1 − β). This last probability, (1 − β), is the probability of rejecting
the null hypothesis (equivalently, accepting the alternative hypothesis ) when the al-
ternative hypothesis is true. The probability (1 − β) is called the power of the test.

Now we have an interesting question. What is the effect of moving the position of p a
little bit? Let us try this by moving p to the right toward the higher mean value. A glance
at Figure 11.2, or even Figure 11.3, soon convinces us that moving p toward the right
will decrease α but increase β. Correspondingly, moving p left, toward the lower mean,
will increase α but decrease β. If then, we are to be able to choose between different val-
ues for p, that choice will have to reflect the trade-off between the values of α and β.

Clearly, a minimum requirement is that (1 − β), the power of the test, the proba-
bility that the null hypothesis is rejected when the alternative hypothesis is true,
should be greater than the probability that the null hypothesis is rejected when the
null hypothesis is true. This complicated-sounding statement is merely the idea that
the probability of convicting someone who is in fact guilty should be greater than
convicting a person who is in fact innocent.
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This requirement is a useful start, but there are still a lot of choices left for the
value of the critical bound p. It is also clear that provided we hold n fixed, we cannot
minimize both α and β .

We might take two approaches to this problem. First, if we have a rule for fixing α,
then our procedure is quite easy, for the given α minimize β or, equivalently, maxi-
mize (1 − β). In our very simple problem, fixing α necessarily fixes β at the same
time. This is not always the case as we shall soon see; but it is a solution for our cur-
rent problem, provided we can get a rule to fix α.

But suppose that we do not have a rule for assigning α, how might we find an opti-
mal pair of values for α and β? To answer this question, it would help to explore the
relationship between β and α—that is, between the probabilities of Type I and Type II
errors and the distributions that are involved. For now, let us restrict ourselves to the
normal distribution and to a given fixed sample size.

Figure 11.4 shows the trade-off between α and β as p is varied between a mean of
90 and a mean of 120; the shape and position of the curve depend on the two alterna-
tive distributions. For any problem of this type, the slope of the curve will always be
downward from left to right as is demonstrated in Figures 11.4 to 11.7. Figure 11.4
shows the value of α and β for each possible value of p as it is varied from the lower
to the higher mean. For a value of p near 90 we get large values of α and small val-
ues of β; for a value of p near 120, we get small values of α and large values of β .

Two pairs of distributions are represented in Figure 11.5. One pair has a common
variance of 1, and the means differ by 2. For the other pair, the two distributions have
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the same variance, 1, but the difference in the means is only 1. We see that the dis-
tance of the β − α curve moves out from the origin and the line becomes straighter
when the difference in the means is less relative to the given variances. Alternatively,
if, relative to the variance, the difference in the means is very large, then there is very
little trade-off between α and β; both can be very small, see Figure 11.3. But if the
difference is small, as in Figure 11.2, then there is a lot of potential for trade-off be-
tween the two probabilities and the curve lies farther from the origin.

As our next experiment, let us try to see what difference it makes to have a given
fixed difference in the means but a difference in the variances. Consider Figure 11.6.
When the null hypothesis variance is small relative to that of the alternative hypothe-
sis, we obtain the dashed curve shown in Figure 11.6. But when the variance of the
null hypothesis is large relative to that of the alternative hypothesis, the smooth
curve applies. In the former case, small variations in the choice of α will induce
small changes in β , whereas in the latter case small changes in α will induce large
changes in β . For lowering both α and β , it is better to have the variance under the
alternative hypothesis greater than that under the null. But it is better still to have
both variances small.

Our last experiment can be illustrated in Figure 11.7. Here we are trying to see the
effect of varying the sample size, n, as we increase it from that portrayed in the plot
“Graph for Smaller n” to that portrayed in the plot “Graph for Larger n.” We see that
as sample size is increased, the α − β plot shifts in toward the origin; in short, we can
lower both α and β! But remember that we can do this only by incurring the cost of a
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bigger sample size. The reason an increase in sample size leads to a lowering of both α
and β is that the variance of X̄ decreases. But this effect is just like increasing the dis-
tance between the means with a fixed size of variance for the parent distributions; com-
pare Figures 11.2 and 11.3 and Figures 11.5 and 11.7. So we can conclude that it is
easy to distinguish two means if they are wide apart, or we can get a big enough sample
to make the variance so small that the difference in the means seems to be very large.

With all this preparation we can begin to tackle the main question: How do we
choose the appropriate values for α and β? We have explored the relationship be-
tween the two probabilities of Type I and II error extensively. What we need now is 
a criterion to choose. What we have so far is the trade-off imposed by factors largely
beyond our control.

Recall the example of the court trial. The jury has to declare an accused guilty or in-
nocent. We saw that we have both types of error in this choice. Suppose that we can eval-
uate the probabilities of these errors. Our decision about how to pick our critical bound,
our boundary for the critical region, depends on how we value these two types of error.

You may remember the old adage that “it is better that ten guilty men go free, than
that one innocent man be hung.” This statement indicates clearly someone’s preferred
relative price between the error of Type I and that of Type II. Let the null hypothesis
be innocent and the alternative hypothesis be guilty; then Type I error is hanging an
innocent man, whereas Type II error is letting the guilty go free. The cost to the un-
known author of the adage of Type I error relative to that of Type II error is one-tenth,
or the cost of Type II in terms of Type I is 10.

Look at Figure 11.8. The curved line is the trade-off between α and β that is deter-
mined by the shapes of the distributions. The straight line marked A is a line with
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slope 10 and represents the cost, or relative price, of Type II error in terms of Type
I—that is, the price of β as a function of the price of α. We minimize our cost across
both states of the world by finding the point of tangency between the straight line
with slope 10 and the curve showing the trade-off in probabilities; that point is
marked a in Figure 11.8. For a student of economics the last statement is one that is
well recognized, but for others the logic may not be so clear. You can easily see that
setting your choice of α and β in accordance with our rule minimizes cost by consid-
ering a different pair of values for α and β that are close to the supposed “optimal
values.” If you decrease β , you must increase α in accord with the curve indicating
the trade-off between α and β , but the value to you of the change, as indicated by the
straight line A, is worth less to you than the cost. Consequently, the cost per dollar
spent is greater. The same type of argument indicates that the cost will rise if you
consider increasing β .

What if our jury takes the view that for them the cost, or relative price, of Type I
error in terms of Type II is one for one? This relative price is shown in Figure 11.8 as
the line marked B, and the point of tangency that indicates the minimum cost across
both states of the world is marked as b. The relative costs of the trade-offs between α
and β and the fact that b indicates a cost minimum is even clearer than was true in the
previous example.

By comparing these two cost-minimizing points we can evaluate the implica-
tions of the difference in attitudes toward Types I and II errors. For the former jury
type, the optimum point is to have a very large value for β , .4, and a very small
value for α, .04; whereas for the latter jury type, the optimum values for α and β
are equal at a modest probability level of .16. The former jury is willing to trade a
probability of nearly one-half of letting the guilty go free in exchange for a proba-
bility of only .04 of convicting an innocent person. The “eye for an eye” jury has
an equal probability of convicting the innocent and of letting the guilty go free of
.16. The “eye for an eye” jury lowers the probability of letting the guilty go free
by a factor of less than four, but they raise the probability of convicting the inno-
cent by a factor of four.

Under two different opinions about the trade-off between α and β , we have calcu-
lated the optimum values for both α and β . But what are the corresponding values for
pα , the critical bound? We can calculate both α and the corresponding value of pα in
the more explicit example of testing the computer chips. Suppose by using a similar
argument we derive that the alternative optimal values for α are also .04 and .4 for the
two types of computer chips.

To find pα in these two cases we need to solve two probability statements. We re-
quire 

pr{X̄ ≥ pα|H0} = .04

or

pr{X̄ ≥ pα|H0} = .4

To solve these equations we need to standardize the variable to be able to use the
standard normal integrals in S-Plus (see Appendix A). The mean is by hypothesis 90
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and the variance, X̄ , is known to be 144, so that the standard deviation is 12. We have
either 

pr

{
(X̄ − 90)

12
≥ (pα − 90)

12

}
= .04

or

pr

{
(X̄ − 90)

12
≥ (pα − 90)

12

}
= .4

We can solve in each case for pα by recognizing that Z = (x − 90)/12 is distributed
as N (0, 1) and therefore involves no unknown parameters. The normal critical bound
for α = .04 is 1.75, and the critical bound for α = .4 is 0.253. We solve 

(pα − 90)

12
= 1.75

or

(pα − 90)

12
= 0.253

so that we have

pα = 111

or

pα = 93

Why Type I Error Is Usually Small
If you were to look at any table of standard probabilities for hypothesis tests, you would
discover that the tabled α levels presented are all small; usually you see values of .1, .05,
and .01. We might guess that the writers of the tables had, or thought their readers would
have, high costs of Type I errors relative to those of Type II. The tables were originally
created long before the advent of computers, when tables were a necessity for practical
statistical work, not just a convenience as today. The choice of α values cited in the ta-
bles reflect the preferences of the statisticians writing them at that time.

The first use was in agricultural experiments to test for the effectiveness of new types
of seed, fertilizer, and crop rotation, given the null hypothesis that the new procedures
have no effect. Type I error in this situation is to decide that there is an effect, when in
fact there is none; Type II error is to decide that there is no effect from some treatment,
when there is. The early researchers clearly placed much greater emphasis on the Type I
effects than on the Type II effects. The prejudice was to leave well enough alone unless
there was overwhelming evidence to the contrary. Better not to introduce a new product
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that might be effective than to introduce a product that might not be effective. The FDA
seems to use the same reasoning.

Recall our jury analogy. This discussion of Type I and II errors is reflected in the
difference between the “standards of proof” between criminal trials and civil trials. In
the former, the standard is “beyond a reasonable doubt”; for the latter, it is the “pre-
ponderance of the evidence.” Presumably, the rationale is that the costs of Type I error
are much greater in the former situation and less in the latter. Further, the cost of Type
II errors, the wrongful release of a guilty party, is usually given little weight. As an
aside, recent economic debates about the costs of crime that attempt to evaluate the
social costs imposed by lowering the penalties for crime provide the factual basis for
reassessing the costs of both Types I and II errors that might lead to a different trade-
off between the two.

Recall the problem with the computer chips; you were to decide whether a given
batch of chips from your supplier was, or was not, of the desired top quality of 90
milliamps of power. We had taken a sample of size 25 to obtain a known standard de-
viation of 12. The two theoretical distributions so defined were shown in Figure 11.1,
and the corresponding β − α trade-off was shown in Figure 11.4. From what we now
know, we could have carefully chosen our preferred level of sample size by determin-
ing, for example, the desired minimum β − α curve and then choosing the appropri-
ate sample size to achieve that curve. Leaving this issue aside for the moment, let us
concentrate on the choice of α and β levels.

We now realize that the choice depends on our assessment of the relative costs of
Type I and II errors. If we agree that we place a high relative price on Type I error, then
we might get lazy and use the standard tables with probabilities of Type I error of .1,
.05, and .01, but if we do that, we will do so in full knowledge of the implications of
what we are doing. If we pick an α level of .1 the corresponding level of β is approxi-
mately .1; for an α level of .05, the β value is about .2; and for an α level of .01, the β
level is .4. So if you choose an α level of .01—that is, if you choose a probability of .01
of rejecting a perfectly good batch of chips—then the implied probability of accepting a
bad batch of chips is very high, about 40%! Perhaps slavishly using the standard tables
is not such a good idea. Clearly, from your point of view you want to guard against the
acceptance of bad chips. Given our current discussion, the ways to do this are to

� increase sample size to lower both α and β; but this may mean a big increase in
the cost of testing

� increase α to, say .2, in which case β is about .045, or about 4.5 percent

Look back at Figure 11.2. The two distributions are both symmetric with different
means; we are merely trying to discriminate between them. So why is there this star-
tling difference between the probabilities of Types I and II errors? If in Figure 11.2
we set α to a value of .01, we will see the problem immediately; p, the critical bound,
is just below the mean of 120, so almost half of the entire distribution under the alter-
native hypothesis lies to the left of the implicitly chosen value of p. But why did we
choose the mean of 90 to be the null hypothesis? Because, at the time we believed 90
to be the mean and would have been surprised to find it was not—it fit the definition
of the null hypothesis. This sounded fine enough at the time, but maybe we should re-
examine the issue.
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The Special Role of the Null Hypothesis
What if we reversed the roles of the null and alternative hypotheses? Examine Figure
11.9 carefully as you read this paragraph. If the 120 mean takes on the role of the null
hypothesis, the 90 mean takes on the role of the alternative hypothesis, and we choose
a low value for the probability of Type I error, say .01, then the probability of β is
about .4; the numbers are the same as in the original example, but the interpretations
have been reversed. Now the probability of incorrectly accepting a batch of bad chips
is only .01; this is the probability of accepting a mean of 90 when the true mean is
120. And the probability of incorrectly rejecting a batch of good chips is .40; this is the
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probability of accepting 120 when 90 is the true mean. We might be safe from accept-
ing bad chips, but we are going to send back an awful lot of good chips; it is likely that
our supplier would soon refuse to do business with us any more. When the distribu-
tions are not so symmetrically placed relative to each other, the implications from
choosing which distribution is null and which alternative are even more important.

The main lesson from all this is that we must be careful how we formulate our
problem. We must not mechanically set up a hypothesis test and rush to the standard
tables in the back of our favorite statistics book to look up the critical bound for a low
value of α. We need to think the problem through and be sure we understand what it
is that we are trying to do. You will get lots of practice at this in the Exercises at the
end of this chapter.

Let us consider an example from our data directories. The folder Testscor contains
the file Psatsat.xls, which contains in four columns the mathematics and verbal test
scores for both the PSAT and the SAT. Using just the PSAT scores for now, we calcu-
late the mean values for mathematics and verbal scores as 46.25 and 42.59, respec-
tively. Consider testing the simple hypotheses that the means of the distributions for
the mathematics and verbal scores are 46.3 and 42.6, respectively, against the alterna-
tive that they are each 50. We retain the assumption that the parent distributions for
both mathematics and verbal scores are Gaussian in both cases. We do not know the
variances for these data, but let us suppose for the sake of the exercise that the true
variances are 124.96 for the mathematics and 115.41 for the verbal scores.

Under the null hypothesis that the mathematics mean is 46.3, we can derive the criti-
cal bound after assigning an α level. We recognize that we have a one-sided test that is
“simple versus simple” and that “large values reject as the alternative is greater than the
null.” Let us suppose that we are willing to exchange level of confidence for narrowness
of the acceptance region, so we pick an α of .2; the confidence level is only 80%. From
the calculations under “Statistical Tables” in S-Plus, we obtain for a standard Gaussian
distribution the critical bound, dα = .84; that is, for the standard Gaussian we agree to
accept the null hypothesis if Z ≤ .84 and agree to reject if Z ≥ .84. Our observed sta-
tistic, the sample mean of the PSAT mathematics scores, has a Gaussian distribution
with a variance of 124.96/520, where 520 is the sample size. The statistic has a mean
under the null hypothesis of 46.3 and a mean under the alternative of 50; compare the
situation that is illustrated in Figure 11.2. To get the critical bound for our statistic we
need to use the equation that relates our statistic to the standard Gaussian distribution;
under the null hypothesis, the unknown mean is 46.3:

Z = X̄ − 46.3√
124.96

√
520 (11.1) 

We have chosen an α of .2 and a corresponding critical bound of 0.84, so that 

pr(Z ≤ .84) = .8

or

pr

(
X̄ − 46.3√

124.96

√
520 ≤ .84

)
= .8
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Recall what we are looking for: a bound on X̄ that satisfies our probability statement.
We need only rewrite the last expression in terms of X̄ :

pr

(
X̄ − 46.3√

124.96

√
520 ≤ .84

)
= .8 (11.2)

or

pr

(
X̄ ≤

√
124.96√

520
× .84 + 46.3

)
= .8

pr(X̄ ≤ 46.71) = .8

Our derived critical bound on X̄ is 46.71 and our observed x̄ is 46.25, so we accept
the null hypothesis. Note that the standard deviation of the mean in this example is√

124.96/
√

520 = .490. Given an alternative of a mean of 50, what is the power of
this test; that is, what is the probability that the alternative hypothesis will be accepted
when true and when the chosen critical bound is 46.71? This is the probability that
the observed x̄ will be greater than 46.71 when the mean of the parent distribution is
50. We have

pr(X̄ ≥ 46.71|H1: µ = 50)

= pr

(
X̄ − 50√
124.96

√
520 ≥ 46.71 − 50√

124.96

√
520|H1: µ = 50

)
= pr(Z ≥ −6.71) = 1.0, approximately

Similarly, we could test the verbal scores for choosing between the two hypothe-
ses, the verbal mean is 42.59 or the mean is 50. In this situation, given the informa-
tion that we already have and the close similarity between the moments of the two
sets of test scores, we can without calculation state that at any reasonable α level the
null hypothesis that the mean is 42.59 versus it is 50 would be accepted. You can see
this result by considering what would happen to our calculations when we substitute
the values for the verbal scores. As a check, you should do the calculations. However,
the example is useful in helping you to obtain a better feel for the procedure, so you
should often be able to make the appropriate inference without actually having to do
all the calculations.

11.4 Simple and Composite Hypotheses Tests
The procedure that we have followed so far is called a test of a simple hypothesis ver-
sus a simple hypothesis. Simple refers to the fact that under the hypothesis the distri-
bution in question is completely specified; there are no parameters involved in the
distribution that do not have either known or specified values. In the previous example,
under the null hypothesis the mean was specified by the hypothesis and the variance
was presumed known by the conditions of the problem. Consequently, under the null
hypothesis the distribution is completely specified; the hypothesis is said to be simple.
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Under the alternative hypothesis the hypothesis was also simple because we knew that
we were dealing with a normal distribution, the variance was known, and the mean
was specified by the hypothesis.

The procedure for testing hypotheses in the case of simple versus simple is to

� choose an appropriate estimator for the unknown parameter in the problem (X̄
in our previous example)

� choose an appropriate sample size using our criteria
� specify a critical bound, say pα , where pα is chosen in accordance with the

ideas we elaborated
� evaluate the probabilities of both Types I and II errors
� collect a sample in accordance with the principles elucidated in Chapter 9, cal-

culate the estimate, say x̄0, and compare its value with that of pα

� if x̄0 < pα , declare the alternative hypothesis rejected; so the null hypothesis is
“accepted”

� if x̄0 ≥ pα , declare the alternative hypothesis “accepted,” because the null hy-
pothesis is rejected

Now let us suppose that the alternative hypothesis is not completely specified. We
can do this in several ways, but for now let us concentrate on what are called one-sided
tests. The null hypothesis is still completely specified, but the alternative hypothesis is
now that the alternative mean is merely bigger than that under the null. We no longer
have a single alternative hypothesis, but a whole set of them—one for each possible
value of the alternative mean. Consequently, we also have not just one alternative dis-
tribution, but a whole set of them—one for each alternative mean value.

Imagine that in Figure 11.2 the one alternative distribution shown is merely one
example of an infinite number of alternative distributions—one distribution for each
alternative mean, each of which can be any value that is greater than 90. Such a hy-
pothesis is called a composite hypothesis. The hypothesis is “composite” because the
alternative hypothesis is composed of a set of alternatives, not just a single alternative.
Two alternatives are illustrated in Figure 11.10.

What difference will this make? It is clear from looking at Figure 11.10 that the
choice of critical bound is basically the same. Before, we chose a value between the
two alternative means—that is, between the null mean and some alternative mean that
was to the right of the null mean. But in this case we have a range of means from 90
to infinity; we cannot choose a pα that lies between the null mean of 90 and an alter-
native mean, because the alternative mean can be anything bigger than 90. However,
if we pick some pα to the right of 90, we can still calculate the probability of Type I
error; α depends only on the specification of the null hypothesis and our choice of the
critical bound, pα .

What is different is that we cannot calculate the probability of Type II error, be-
cause there is now not just one Type II error but a range of Type II errors that corre-
sponds to the range of alternative means. For each possible alternative distribution, we
could calculate β as we did before.

This line of reasoning means that we should now treat β as a function of the value
of the alternative mean. Let the set of alternative means be indicated by µa , which
represents the values taken by the means under the range of the alternative hypothe-
ses—so that β is given by some function of µa , β = β(µa). β is also a function of
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the choice of critical bound pα . This is summarized in Figure 11.10. For each µa , β is
the probability under µa that X̄ is less than the critical bound pα .

If we have to specify β as a function of µa and our choice of pα , how do we
choose α, pα , and what can we understand by the probability of Type II error? Let
us try to answer the last question first. Recall the power of a test; the power was
given by (1 − β) in the simple versus simple case. We can generalize this by defin-
ing the power as (1 − β), just as before, except that now the β involved is a func-
tion of both pα and µa . Look at Figures 11.10 and 11.11. If we fix µa , the variation
in power to changes in pα is just like our first case. If we fix pα , then we can plot
the variation in power as a function of µa (see Figure 11.11). All of this sounds
complicated, but it is in fact quite easy. If we increase pα for fixed µa , power de-
clines. If we increase µa for fixed pα , then power increases.

The minimum value for the power in our easy example is α, the probability of
Type I error, and that value is approached when the alternative hypothesis approaches
the null hypothesis. In Figure 11.10, imagine sliding the alternative mean along to-
ward the null mean; as you do this you will see that the power, (1 − β), decreases to-
ward α, the probability of Type I error. Indeed, when the alternative mean is equal to
the null mean, the two probabilities are also equal. However, this last statement is not
very meaningful in that if the null and alternative hypotheses were equal, then not
only could we not distinguish the two hypotheses, there would be no point in trying 
to do so; they would be the same hypothesis! Nevertheless, the idea of looking at the
limit is useful in trying to understand this analysis of power and its relationship to our
choice of pα .

Trying to choose the optimal value for pα in this situation is much more difficult
than in our first example. Usually, we pick an arbitrary value for α that approximately
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represents our feelings about the cost of Type I error; that is, we decide whether we
want a very low, a low, or a moderately high value for α, usually restricting ourselves
to the standard values found in the tables. Or, we concentrate on the value we desire
for pα . In either case, we calculate the value of the “nonchosen” parameter, given our
choice for the chosen parameter. To understand more fully the implications of our de-
cisions, we can then calculate the power as a function of the values of the alternative
means given our choice of pα .

Having done all this, the next steps are exactly the same as in the first example:
Collect a sample, observe the value of the estimate, and choose a hypothesis based on
whether the observed estimate is less or greater than the chosen value of pα .

Let us reevaluate our first example, in which you are the manager in charge of pur-
chasing computer chips. Now, however, we are assuming that you are not as knowl-
edgeable as before. You do know that the mean from your regular supplier is 90, that
the relevant distribution is the normal, and that the variance for both the regular sup-
plier’s and the occasional supplier’s distributions have the same value, σ 2

X = 144. What
you do not know now, that you knew before, is the value of the alternative mean, other
than that it will be bigger; that is, the alternative supplier’s chips use more power.

Let us suppose that we have chosen a value for α to be .05; that is, we want a prob-
ability of Type I error to be 5%. We can calculate the value of pα needed to achieve an
α of .05:

pr{X̄ ≥ pα} = .05

We do this by standardizing the probability statement

pr

{
(X̄ − 90)

12
≥ (pα − 90)

12

}
= .05
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The required critical bound for an N (0, 1) random variable can be obtained from
the S-Plus menus Labs, Z, t, Chi-square, F, Critical Values. The value obtained is
1.645, so in solving for pα ,

(pα − 90)

12
= 1.645

we get 109.7. Figure 11.11 shows the power curve for this choice of pα . The proba-
bility of rejecting the null hypothesis when it is false, that is (1 − β), is small for al-
ternative means that are close to 90, but they soon increase quite rapidly.

But what if our worry in this example had been the critical value itself, not the
level of α? Let us suppose that for technical reasons the critical bound should be 100
milliamps of power. The question now is, What is the value of α, and what does the
power curve look like? Solving for α is easy; we merely substitute 100 for p in the
previous expressions and solve for α instead:

(100 − 90)

12
= .8333

pr{Z ≥ .8333} = .202

where Z is an N (0, 1) random variable, and α is .202, or the probability of rejecting the
null hypothesis when it is true is about 20 percent. This value for α is quite high, but if
we are constrained to use a pα of 100, then the only way to reduce the value of α is to
increase the sample size. Simultaneously, we will lower the corresponding value for β.

11.5 Two-Sided Hypotheses Tests
We have been very successful so far, so let us try another problem. Imagine that we
have even less information now and that our requirements are also less strict; now we
do not even know whether the alternative mean is bigger or smaller than that under
the null hypothesis. This sort of situation shows up a lot in scientific work. For exam-
ple, the null hypothesis might be that average water temperature has no effect on the
density of fish in a pond, against the alternative hypothesis that it has some effect, ei-
ther positive or negative (see Figure 11.12).

The basic approach that we follow here is the same, but this example has a novel fea-
ture—the critical region lies in two parts. In short, what we need to do is to accept the
null hypothesis if the observed test statistic is close to the null parameter but to reject it
otherwise. But this means that we have to specify two critical bounds this time, one for
large positive differences and one for large negative differences.

However, as soon as we contemplate this new feature, we see a possible prob-
lem; how do we calculate α and β? α is the probability that the statistic, x̄ , lies in
the critical region when the null hypothesis is true—Type I error. This implies that
we have to figure out how to allocate the probability of Type I error between the
two “subregions.” First we need to discover how altering the choices for the pair of
critical bounds changes the probability of Type I error.

Look at Figure 11.12. Let pαl be the critical bound on the left and pαr that on
the right. If we try moving pαl in a little bit so as to increase the probability in the

TWO-SIDED HYPOTHESES TESTS 415



left critical region, we will have to move pαr to the right to maintain a fixed value
for α, where α is the sum of the probabilities in the two subregions. If we continue
to move around pαl and pαr , we will soon discover that for a given value of α, we
can get different lengths of (pαr − pαl). Do we want to have a short or a long
length for (pαr − pαl)? A short interval would give us more information about the
parameter whose value we are testing; that is, smaller deviations about the parame-
ter would signal that the null hypothesis is wrong. So we need to chose pαl and pαr

in such a way as to minimize the difference (pαr − pαl).
At this point you should begin to suspect that we have had this discussion before.

Indeed, we have. Remember the discussion in Chapter 10 about the appropriate choice
for the length of the confidence interval? If not, now is a very good time to review it.
Our definition of the “ acceptance region” in our current problem is reminiscent of our
definition of the confidence interval, but our objectives are different. We choose pαl

and pαr , so that the values of the density function at those points are equal.
If we choose in this way, then we can easily see by experimenting, if need be, that

we have the shortest interval for a given α, or that for a given length of acceptance re-
gion, we have the smallest value for α. Similarly, if we look back at Figure 10.5, we
can conclude that our rule for choosing critical regions to minimize their length for a
given value of α means that for an asymmetric distribution we will choose the critical
bounds in an asymmetric manner.

Let us return to our computer chips example. If the null hypothesis is that the mean is
90, and it is known that the standard deviation is 12 for a distribution that is known to be
normal, then to test that the mean is 90 against the alternative hypothesis that the mean is
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not 90, we choose the critical region as shown in Figure 11.12. Because the normal dis-
tribution is symmetric about the mean, the optimal choice for pαl and pαr is to pick them
so that there is α/2 probability to the left and α/2 probability to the right. The equality of
tail probabilities only implies symmetry in the values of pαr , pαl when the distribution is
symmetric.

Let α be .05, then by standardizing pαr and pαl in S-plus, we can use the Labs,
Inverse Statistical Tables, Normal to solve for pαr and pαl :

pr{Z ≥ Zα/2} = .025

for the upper tail and

pr{Z ≤ −Zα/2} = .025

for the lower tail gives the critical bounds ±Zα/2 = ±1.96. We can solve for 

(pαl − 90)

12
= −1.96

(pαr − 90)

12
= 1.96

to obtain

pαl = 66.48

pαr = 113.52

If we had chosen the same α level but had chosen a single (upper) tail for the criti-
cal region for the alternative hypothesis, the 5% upper critical bound would have been
Zα = 1.645. So for a one-tailed test for our computer chips example, we would ob-
tain pαr = 109.74 by solving 

(pαr − 90)

12
= 1.645

Remember that one of the major distinguishing characteristics in all these tests and
even for the estimation problem is that of how much information is assumed to be
known. In the two-tailed test, we presume that we have less information than if we
were to perform a one-tailed test; the values for the critical bounds reflect these dif-
ferences in information, 113.52 versus 109.74. Alternatively, we could state that for
the same chosen critical bound in the one-tailed test, we could have a smaller proba-
bility of Type I error. Clearly, to know that the alternative is on one specific side of
the null is to know more than that the alternative is merely different.

11.6 Tests of Proportions
We began this chapter by stating that tests of hypotheses presumed more information
than was true in the estimation case. The effect of this claim is strikingly clear when
we consider testing hypotheses about proportions. Let us consider an experiment test-
ing whether rocking had an effect on the crying of babies.
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We have a random sample of babies; a random selection were rocked and the rest
were not rocked. We can consider various forms of hypothesis tests. If you were a
grandmother, you would probably have a firm hypothesis that rocking reduces crying;
if you are an unmarried scientist you may be very skeptical of the benefits of rocking.
The former would chose a one-tailed test—rocking has no effect versus that it reduces
crying. The latter would chose a two-tailed test—a null of no effect versus some ef-
fect but of uncertain direction. Let us assume that “no effect” means that the probabil-
ity of crying for the rocked babies is 50%; that is, rocked babies will cry at random
and the probability of crying is .5. Define our estimator by π̂ = K/n, where K is the
random variable measuring the number of babies that cried and n is the sample size.
We have 126 observations, so it is reasonable to assume that the distribution of π̂ is
normal. We now need to determine the variance of the distribution to perform a test,
either one- or two-tailed. Recall that in Chapter 10 when we were discussing the esti-
mation of a proportion, we ran into a difficulty in that the variance of the chosen esti-
mator was a function of the very parameter that we were trying to estimate. It is in
this connection that the added information that we presume in hypothesis testing re-
veals its benefits.

Under the null hypothesis, the probability of a baby crying is .5. In which case, the
variance for π̂ under the null hypothesis is given by 

σ 2
π̂ = π0(1 − π0)

n

= .5 × .5

126
= .00198

σπ̂ = .044

The observed value of the test statistic is .38. The test statistic that is assumed to
be distributed as normal is given by 

.38 − .5

.044
= −2.73

The critical bound for a probability of Type I error for a one-tailed test (lower
bound) at a level of .01 is −2.33, so we reject the null hypothesis of no effect against
the alternative that rocking reduces the proportion of babies crying.

This completes our development of the basic ideas of hypothesis tests. Any remain-
ing questions will involve elaborations of the basic idea and techniques to handle spe-
cial difficulties, such as, what to do if you do not know the variance. To this problem
we now turn.

11.7 Hypotheses Tests when the Variance Is Unknown
We could borrow a leaf from our efforts in Chapter 10, for if we have a very large
sample we can use the estimated value of σ 2 as if it were the true value of σ 2. Our
justification you will recall is that our estimator for the variance is consistent. But
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that approach is not terribly useful, because most of our efforts have been directed to
economizing on the amount of data that we use for making decisions; data collection
is expensive and time consuming. What we need is a procedure that is useful when
we have only relatively small amounts of data.

We have a solution from Chapter 10. Remember the statistic T defined by 

T =
√

n(X̄ − µ)

S
, (11.3)

where X̄ is a sample mean from a normal distribution with theoretical mean µ and a
variance σ 2 estimated without bias by the estimator S2. In Equation 10.6, we defined
S2 as m2 multiplied by n/(n − 1). We know that the Student’s T distribution depends
on the number of degrees of freedom, (n − 1) in our case, and most importantly, the
distribution of T does not depend on any unknown parameters.

Now how do we convert this information into a useful approach to a test of a hypoth-
esis on µ that is the mean of a normal distribution? The null hypothesis is µ = µ0, for
some specified value µ0. The alternative hypothesis can be µ1, µ1 �= µ0 or µ1 > µ0.
Let us consider the easiest alternative first, the alternative mean is µ1. We suppose that
the specified value for µ1 is greater than µ0; this is merely to keep the discussion re-
stricted to the elementary basics.

If we want to test two simple hypotheses, simple versus simple, then under the null
hypothesis, the distribution of T , where T is defined by 

T =
√

n(X̄ − µ0)

S
(11.4)

is a Student’s T distribution with (n − 1) degrees of freedom, where n is the sample
size used to calculate X̄ and µ0 is the hypothesized mean for the theoretical distribu-
tion. We can either set a desired α level, or we can set a chosen critical bound and
calculate the probability of Type I error. To illustrate, let us choose α to be .05. Our
next task is to determine the value of the critical bound, pα . We do this by solving the
following equation:

pr{T ≥ pα} = .05

for pα . Note that in S-Plus the distribution is listed as Student’s t , because they are
observing statistics, not the random variable.

For example, let us return to our computer chip problem, where the hypothesized
mean is 90, and now let us assume that we do not know the value of the variance,
but that we have an estimate of 13.5 for S based on 24 degrees of freedom, where
n = 25. From the Inverse Statistical Tables with degrees of freedom equal to 24 and
α set to .05 we get a critical bound of 1.71, or pα = 1.71. A corresponding critical
bound can be obtained for X̄ by substituting for T in Equation 11.4:

X̄ ≥ µ0 + pα S√
n

= 90 + (1.71 × 13.5)

5

= 94.62
(11.5)
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To complete the test, we need only observe the value of x̄ ; if x̄ > 94.62, then we re-
ject the null hypothesis; but if x̄ < 94.62, then we accept the null hypothesis and re-
ject the alternative hypothesis that µ1 > µ0. We did not need to state exactly what the
specified alternative value of µ1 is to derive the critical bound and its associated criti-
cal region. The actual value of µ1 could be 95, or 130, neither value will affect our
choice of critical region. To set up the critical bound, we merely need to know that we
have a one-sided test and that the one side is above the null hypothesized value. The
actual value of µ1 in a test of simple versus simple affects the power of the test, or
equivalently the probability of Type II error.

Let us return to our investigation of the PSAT mathematics and verbal scores. In
Section 11.3, we discussed testing the hypotheses that the means of the parent distri-
butions were 46.3 and 42.6, respectively, for mathematics and verbal scores against
the alternative that the means were 50. There we assumed that the observed variances
were equal to the unknown actual variances. Now we can remove that unwarranted
assumption. To test the hypothesis that the mathematics mean for the parent distribu-
tion is 46.3 versus 50, we need to create a Student’s T distribution under the null of
46.3 to derive the critical bound at our chosen α level. The sample size is 520, or 519
degrees of freedom; so the degrees of freedom are essentially infinite for our pur-
poses. Consequently, the Student’s T distribution and the Gaussian curve are as close
to each other in assigning probabilities as we can ever expect to see. Therefore, we
can use the Gaussian curve to determine the critical bound. Both the normal and the
Student’s T distributions under Labs, Inverse Statistical Tables in S-Plus yield the
same critical bound. Our test is one-sided, simple versus simple, and “large values
will reject.” To obtain the critical bound on our observed statistic, we can begin with 

pr(T ≤ dα) = 1 − α (11.6)

or

pr(T ≤ 0.84) = .8

Our definition of the statistic T under the null hypothesis is 

T = X̄ − µ

S

√
n = X̄ − 46.3√

124.96

√
520

so that we can derive the critical bound from 

pr(T ≤ 0.84) = .8

= pr

(
X − 46.3√

124.96

√
520 ≤ 0.84

)

= pr

(
X̄ ≤ 0.84 ×

√
124.96√

520

)

= pr(X̄ ≤ 46.71) = .8

(11.7)

This is, of course, the same value for the critical bound that we obtained in Section
11.3. However, our interpretation of the results has changed. In particular, when using
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the Student’s T distribution, the critical bound on the observed statistic is a function
of the observed sample standard deviation, s, and this value will vary from sample to
sample. Consequently, the actual value for the critical bound will also vary from sam-
ple to sample. This variation will be relatively greater at small sample sizes and virtu-
ally insignificant at sample sizes in the thousands.

Other hypothesis tests of the mean can be handled in a similar way.

Testing the Difference between Two Means
To demonstrate the power of this approach to our decision making needs, let us try
another example. Suppose that you wish to compare the power usage rates of two new
firms that are trying to compete with your regular supplier. One of your first questions
is whether there is any difference between the means of the two new potential suppli-
ers; if there is, you may have to handle each firm separately, but if not, then you can
pool the results for the two firms and thereby save considerably on testing costs.

Your problem is to test whether the two means are the same or different. To keep
this problem simple, let us continue to expect that the variances of both firms are the
same, but we do not know what that variance is. The normal distribution is still the
parent distribution. Testing whether two means are the same is like testing whether a
random variable defined by the difference of the two random variables has a mean of
zero. So instead of trying to devise a test for the “difference between two means,” let
us define a new random variable, D, where D = Cm1 − Cm2. Cm1 and Cm2 are the
random variables indicating the mean power usage of the two rival firms that you are
trying to evaluate.

First, we need to identify the probability distribution function of the random vari-
able D. Because the normal distribution is still relevant for Cm1 and Cm2, and be-
cause we know that the distribution of the difference between two normal random
variables is also normal, we know that the distribution of D is normal with mean zero
under the null hypothesis of no difference between the means of Cm1 and Cm2. The
only problem left is to figure out the variance of D, or how to estimate it.

Let us consider this problem in two stages. First, what if we knew the variances of the
test outcomes in the two firms? We need to discover the variance of D = Cm1 − Cm2,
where Cm1 and Cm2 are mean values using n1 and n2 observations, respectively. The
answer to this question depends on a simpler question: What is the variance of a differ-
ence between two Gaussian random variables? Recall from the Exercises in Chapter 8
that the variance of a difference, when the two variables are independently distributed, is
the sum of the constituent variances. Thus, if Y1 and Y2 are any two random variables,
the variance of the difference is given by

E{(Y1 − Y2) − [E{Y1} − E{Y2}]}2

= E{[(Y1 − E{Y1}) + (Y2 − E{Y2})]}2

= E{(Y1 − E{Y1})}2 + E{(Y2 − E{Y2})}2 − 2E{(Y1 − E{Y1})(Y2 − E{Y2})}
= σ 2

1 + σ 2
2 − 0

The cross-product term is zero because the variables are independent, so we can calculate
the expectation of each component separately. The variance of each mean, given that the
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variances of the parent distributions are σ 2
1 and σ 2

2 and that the respective sample sizes are
n1 and n2, are σ 2

1 /n1 and σ 2
2 /n2. Consequently, the variance of the difference is 

σ 2
D = E{(D − E{D})}2

= σ 2
1

n1
+ σ 2

2

n2

(11.8)

If we knew the variance of the difference, we could easily develop a test that the
difference, D, was zero by recognizing that the statistic 

D√
σ 2

1 /n1 + σ 2
2 /n2

(11.9)

is distributed under the null hypothesis of no difference—that is, that D = 0, as Gaussian
with mean 0 and variance 1. Consequently, we can use the standard normal tables to de-
fine a critical region at a chosen α level. And if the variances are in fact the same,
Equation 11.9 reduces to 

D

σ
√

1/n1 + 1/n2

(11.10)

Suppose that you have the test results from two laboratories. One laboratory used 
a sample of size 30 to determine that an estimate for the variance of chip firm Outel
was 141. Another laboratory tested the other chip firm and used a sample size of 15 
to get an estimate of 148 for firm Chipco. The respective estimated means by the two
laboratories for the two firms were 95 and 113 milliamps. Your job is to decide for
your own firm whether there is any difference in the two theoretical means of the dis-
tributions of power usage between the two firms, Outel and Chipco.

We have concluded so far that the random variable D that we have just defined has
a normal distribution—the mean is zero under the null hypothesis and nonzero under
the alternative hypothesis. The variances of the parent distributions for the individ-
ual firm’s test results are the same, but we do not know what the common value is.
However, we can estimate the value of the variance from the information provided by
the two laboratories. There is one unknown variance, but we have two estimates, one
from each of the two laboratories. Which one should we use?

Why not both, at least if we can figure out how to do it? Each laboratory has given
us a value of S2, let us call them S2

1 and S2
2 ; S2

1 has 29 degrees of freedom and S2
2 has

14 degrees of freedom, say n1 − 1 and n2 − 1 degrees of freedom each. (Recall that
“degrees of freedom” are the number of independent bits of data that we have, the
number of observations minus the number of constraints that we place on the data.)

If we look at (n1 − 1)S2
1 and (n2 − 1)S2

2 , we see that these two products are merely
the sums of squares of the deviations of each variable about its sample mean. So if we
add them, we will get a sum of squared deviations about each of the two means. In ei-
ther event, each element of the sum is an estimator for the common unknown variance,
σ 2. But we are trying to find an “average” estimator for the variance. We will maintain
the assumption, which in this case is very plausible, that the two firm’s samples are
distributed independently of each other. If we knew the number of degrees of freedom,
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then we would be able to divide our sum by that number and obtain our average. Each
laboratory calculated its customer’s sample variance as a deviation about the mean,
so that the sum of deviations about the mean for each laboratory is identically zero. In
short, we have two constraints and we have lost 2 degrees of freedom. We conclude
that the number of degrees of freedom is (n1 − 1) + (n2 − 1) = n1 + n2 − 2.

Now we have our desired estimator of the variance that uses both the laboratory’s
data and the knowledge that the variances for both chip firms are the same. Let us call
it S2

p for the pooled sample variance. S2
p is defined by 

S2
p = (n1 − 1)S2

1 + (n2 − 1)S2
2

n1 + n2 − 2
(11.11)

Now, at last, we have finished our preparations and can devise our test of whether or
not the two firms have the same mean.

Just as in the previous case where we did not know the variance, we define the sta-
tistic T by 

T = (D − 0)

Sp

√
1
n1

+ 1
n2

(11.12)

which is distributed as Student’s T with (n1 + n2 − 2) degrees of freedom under the null
hypothesis of no difference. Note that what we have derived is an exact analog to our first
derivation of the Student’s T distribution. The statistic (D − 0)/σ

√
1
n1

+ 1
n2

is distributed
as Gaussian with mean zero under the null hypothesis that the mean difference is 0 with a
variance of 1. The statistic S2

p/σ
2 is distributed independently of D as a chi-square distri-

bution, so that the ratio is distributed as Student’s T ; recall Equation 10.20 and the discus-
sion in Chapter 10. So what’s the answer to our question as to whether the difference is
statistically significant at our chosen level of confidence?

Let us substitute the actual numbers into the expressions and find out:

D = 113 − 95 = 18

n1 + n2 − 2 = 43,
1

n1
+ 1

n2
= 1

30
+ 1

15
= 1

10

Sp =
√

(n1 − 1)S2
1 + (n2 − 1)S2

2

n1 + n2 − 2

Sp =
√[

((29 × 141) + (14 × 148))

43

]

=
√[

(4089 + 2072)

43

]

=
√

143.28 = 11.97

t = 18 − 0

11.97 × √
0.1

= 4.76

(11.13)
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The Sp estimate of 11.97 is very close to the actual variance for our own firm, so
perhaps we can have some confidence in the result and in our understanding that the
two variances for the two competing firms are the same.

At the chosen α level our test for the difference between means has been converted
to a test for a mean of zero for a Student’s T distribution. Because we are testing
whether the difference between the two firms is nonzero, we will need a two-sided
test and the critical region will be for large negative or positive values of the differ-
ence. If we choose a 95% confidence level, 2.5% in each tail, the bounds for the
Student’s T distribution with 43 degrees of freedom will be approximately ±2.02.
The estimated value of the Student’s T is 4.46, so we can claim with 95% confidence
that the null hypothesis of no difference in the means is rejected; indeed, this hypoth-
esis is rejected at any reasonable level of confidence.

Suppose that the observed differences in the means had been only 8, instead of 18.
The observed Student’s T statistic with all other observations the same and at the
same confidence level would yield 

t = 8 − 0

11.97 × √
0.1

= 2.11

At the same 95% level of confidence, the critical bounds are as before, ±2.02 and
the null hypothesis of no difference is rejected as before—but only marginally.

However, if we had chosen an α level of .02, that is, a confidence level of 98%,
1% in each tail, the Student’s T critical bound with 43 degrees of freedom would
have been 2.42, and with this bound we would have accepted the null hypothesis and
decided to accept no difference in the means.

This example reminds us that we are making decisions without actually knowing
what the true state of the world is. The actual difference, whatever it is, is a constant
number, even if we do not know what that number is. Our decision changed in this
last example, merely because we chose to weight the probabilities of Type I and II er-
rors differently; that is, we chose a different confidence level. We thereby have a dif-
ferent decision, but the state of the world stays the same, no matter what we think!

An interesting question that we might want to ask about the PSAT scores is whether
the means for the mathematics and verbal scores are the same. We can use the proce-
dure for testing for the significance of a difference that we have just developed, but we
need to be very careful as it is likely that the mathematics and verbal scores are corre-
lated; they are not independent, as we need to maintain for the validity of the procedure
that we just used. What we could do is to take two subsamples from the data and use
one for estimating mathematical scores and the other for verbal scores. By this strata-
gem, we should be able to avoid the worst of the correlation problems. We still need to
be careful that our subsamples have the same statistical properties as in the original
sample. For example, if we picked a subsample of all people who scored less than 20 on
the examination, we would clearly not have a random sample (as defined in Chapter 9).
Other difficulties may not be so obvious. For example, let us consider calculating the
mean and the sample variance for the PSAT mathematics scores for the first and last
650 students (using data not available in Xfiles). Our presumption is that the order of
the students in the data file is random with respect to the score received on the examina-
tion. The overall mathematics mean was 44.4, but for the first 650 (nonzero) entries the
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mean is 41.8 and for the next 650 the mean is 46.4. The corresponding variance esti-
mates are 127.4, 106.5, and 136.8. So apparently, we suspect that for the first group of
students the mean and variance are substantially less than for the second group of stu-
dents. One modest assumption is that the variations in performance across the two
groups are independently distributed. Consequently, we can consider testing whether the
means are the same using the pooled estimate of the variance.

However, here also we run into trouble because the variances seem to be different
across the two groups. Let us ignore this further difficulty and evaluate the evidence
in favor of the two means being the same. The pooled estimate of the variance we
have already, the value of S2

p = 127.4; the number of observations is 1300. The ob-
served difference is d = (41.8 − 46.4) = −4.6. The hypothesized difference under
the null hypothesis is zero. Let us choose a confidence level of 95%. The null hypoth-
esis is that the difference is zero, and the alternative is that it is nonzero; so this is a
two-sided test with 2.5% probability of rejection on either side of the acceptance re-
gion. Using the Student’s T distribution with 1298 degrees of freedom, we have the
critical bounds [−1.96, 1.96]. Within the specified interval lies the acceptance region
for a null hypothesis of a zero mean; that is:

pr(−1.96 ≤ T ≤ 1.96|H0)

= pr

(
−1.96 ≤ d − 0√

127.4

√
1300 ≤ 1.96|H0

)
= .95

(11.14)

or

pr

(
−1.96 ×

√
127.4√
1300

≤ d ≤ 1.96 ×
√

127.4√
1300

|H0

)

= pr(−0.61 ≤ d ≤ 0.61) = .95

The observed statistic, −4.6, lies well outside this confidence interval, so we reject
the null hypothesis of no difference in favor of there being a difference between the
first and second groups of students as recorded in their PSAT scores. Given that the
degrees of freedom are essentially infinite for our purposes, we would expect that the
bounds obtained would be the same as those for the normal distribution, and indeed
that is the case. Further, our result would hold even if we had used as an estimate of
the variance the largest value of 136.8. Thus, we can be fairly certain that the differ-
ence in means is nonzero and indeed is quite large, about 10% of the larger mean.

An Aside on Statistical Significance
In many examples our tests of hypotheses are about whether a certain parameter is
zero. Is a difference between two means nonzero? Is the effect of a new drug signifi-
cantly different from zero? Does burning coal cause global warming? And so on.
These questions are characterized by asking whether an effect exists—whether a pa-
rameter value is zero. We discuss whether the result is statistically significant; that
is, at the assigned confidence level, the null hypothesis of “no effect,” or of zero ef-
fect, is rejected in favor of there being an effect. We considered, for example, two
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firms producing computer chips in which we tested whether the difference in the
means was nonzero. If we accept the null hypothesis of no effect, we say that the ef-
fect is statistically insignificant at the assigned significance level. And if we reject the
null hypothesis of no effect, we say that the effect is statistically significant at the as-
signed significance level. Unfortunately, it is all too common for people to state that
some tested effect is “significant” without reminding the reader that they are talking
about statistical significance and without indicating the associated significance level.

But the potential confusion with people claiming statistical significance for some
effect is worse. Statistical significance is really about the detectability of an effect.
Consider, if there were no random variation, then one could measure the effect and
declare it nonzero, or not. But there is always random variation and frequently some
effects may be very small relative to the accuracy of the measuring instrument. So de-
tecting a significant difference, or a significant effect, in the statistical sense involves
two aspects of the problem—the actual size of the effect, if any, and the random vari-
ation about the effect. To say that an effect is statistically significant at an assigned
significance level is to say that the effect is sufficiently large relative to the ambient
noise so as to be detectable at the given confidence level. Detectability may be be-
cause the effect itself is large, or because the variation of the ambient noise is small.
Thus, one might have a very large effect that is not detected, because the variation in
the noise masks the effect; or one might have a very small effect that is detectable,
because the variation in the ambient noise is even less.

Often a user of statistics, or a reader of statistical analysis, is not interested in
detectability, but in the size of the effect itself. People want to say that an effect is
“operationally significant”; by that they mean that the effect is pronounced and has
consequences whether or not some given recording mechanism enables one to de-
tect the difference. Significance in this sense is a synonym for “important effect.”
Consequently, it is important to distinguish whether one is talking about statistical
significance—that is detectability—or about the importance of the effect—operational
significance.

An example will help. Suppose that one is evaluating the effects on the fish popula-
tion from dredging a river. Dredging the river will harm 15% of the fish in the river, but
this important effect may, or may not, be detectable. Alternatively, dredging the river may
affect only .01% of the fish population, but this effect can be declared statistically signifi-
cant at the 99% level or even higher. In the former case, we have an important effect, an
operationally significant effect, as measured by the consequences of the action, that may
not be detectable. Whereas in the latter case, we have an unimportant effect as measured
by its consequences, but that unimportant effect is easily detected and precisely measured
as represented by the statistical significance at very high significance levels.

Try not to confuse these two equally useful, but very different concepts: statistical
significance on the one hand and operational significance on the other.

P Values
The calculation of “P values” is a very important extension of the ideas developed in
this chapter. The P value for any statistic is the probability under the null hypothesis
of drawing an observation on the statistic that is at least as extreme as the actual value
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of the statistic. We can link this idea to α levels. The P value is the largest value of α
for which the null hypothesis is “accepted” given the observed statistics.

We can clarify this definition by describing some specific alternatives. If we 
had a situation in which we were testing H0: µ = µ0 against the one-sided alterna-
tive µ > µ0, we could calculate, under the assumption of the null hypothesis, H0:
µ = µ0, the probability that any other random drawing of the statistic under ex-
actly the same experimental conditions would yield a value that would be greater
than the actually observed value of the statistic, x̄0. Similarly, if we were testing
H0: µ = µ0 against the one-sided alternative µ < µ0, we could calculate, under the
assumption of the null hypothesis, H0: µ = µ0, the probability that any other ran-
dom drawing of the statistic under exactly the same experimental conditions would
yield a value that would be less than the actually observed value of the statistic x̄0.
And for two-sided alternatives, if we were testing H0: µ = µ0 against the two-
sided alternative µ �= µ0, we could calculate, under the assumption of the null hy-
pothesis, H0: µ = µ0 , the probability that any other random drawing of the
statistic under exactly the same experimental conditions would yield an absolute
value of a difference between x̄ and µ0 that is greater than the actual absolute dif-
ference observed.

Let us begin with the simplest example of a one-sided test using the normal distri-
bution and Equation 11.1. The data involved are PSAT mathematics scores of 520 stu-
dents. The observed sample mean is 44.38 and the observed sample variance is 127.4,
so the variance of the mean is 127.4/520. Under the null hypothesis that µ = 45, we
can calculate the observed statistic z0:

z0 = 44.38 − 45√
127.4
520

= −1.35 (11.15)

We might choose the alternative hypothesis that µ is less than 45; then we need to
consider small values for the statistic. Under our assumptions z0 is a drawing from a
standard normal distribution, so the probability of obtaining a value less than or equal
to that obtained, −1.35, is given by 

(11.16)P(z0) =
∫ z0

−∞
φ(z)dz

=
∫ −1.35

−∞
φ(z)dz = .089 (11.17)

where φ(z) represents the standard normal density function and 
∫ z0

−∞ φ(z)dz repre-
sents the area under the standard normal density function up to the observed value of
z0. This is the required P value. In S-Plus, the P values can be obtained directly from
the Labs, Tests of Significance menu (see Appendix B). We conclude that the proba-
bility of getting a value of z0 less than −1.35 is only .089, and, correspondingly, the
probability of getting an X̄ of 44.38 or less when the mean is 45 is also only .089. As
a related example, suppose that the null hypothesis had been that the mean PSAT
mathematics score is 50, what would have been our one-sided P values then? The ob-
served z0 value would be −11.35, and the corresponding calculation in Equation
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11.16 would be a tiny 4 × 10−30; such an event is extremely unlikely. One thing that
this pair of examples clearly illustrates is that the P value depends on the value of the
parameter in the null hypothesis. For example, suppose that the hypothesized mean is
43, what is the P value? Equation 11.16 in this case is

P(z0) =
∫ z0

−∞
φ(z)dz

=
∫ 2.79

−∞
φ(z)dz = .997

since z0 is 2.79; to see this merely substitute the value 43 for 45 in Equation 11.15.
The P value indicates that drawing a value of 44.38 or less when the mean is 43 is
virtually certain.

We can, of course, calculate P values even when we do not know the variance by
using the Student’s T distribution instead of the normal. The corresponding example
using the PSAT scores was discussed in Equation 11.7, and because the degrees of free-
dom are essentially infinite for our purposes, the numbers will be the same notwithstand-
ing the formal difference in the statement of the problem. Only when the degrees of
freedom are less than 30 will the difference in value of Pα be noticeable.

In Equation 11.14, we discussed a two-sided test of a hypothesis—whether the dif-
ference between the PSAT mean scores for two subsets of students was significantly
different from zero. We can calculate these P values as well. Utilizing the information
in Equation 11.14, we observe a drawing from the Student’s T distribution with infi-
nite degrees of freedom with a value given by

t0 = −4.6 − 0√
127.4
520

= −9.29

and all we have to do is to evaluate the area under the Student’s T density function
between the limits [−∞,−9.29] and [9.29,∞]. 

P(t0) =
∫ −9.29

−∞
g(t)dt +

∫ ∞

9.29
g(t)dt

= 2 ×
∫ −9.29

−∞
g(t)dt

∼= 0

where g(t) is the Student’s T density function. The observed values are so far out in
the tails that the P value is effectively zero.

11.8 Some Practical Examples
Our discussion has covered in some depth the more mechanical aspects of hypothesis
testing. This brief section explores some examples more closely related to the types of
situations that you will actually face. We want to illustrate the thinking involved in set-
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ting up the problem. First, we must identify the statistical question; once that is known
the rest is relatively easy. The main lesson in this section is how to think about infer-
ence problems.

Let us begin with a simple question. Is it true that the United States’ use of en-
ergy is greater than that of Australia? Immediately, we see that we have to refine
the question. The United States has a much larger population than Australia, so, at
the very least, we should compare per-capita use of energy. Further, the U.S. pro-
duces a very large share of the total worldwide goods and services, a percentage
far higher than the U.S. percentage of world population, so perhaps the U.S con-
sumption of energy per dollar of output is a more useful measure. A simple alter-
native is output per dollar of Gross National Product (GNP), or Gross Domestic
Product (GDP). In all of this discussion the important underlying question is, What
is the relevance of the answer to one’s main purpose? If you are interested merely
in comparing the absolute size of the consumption levels, irrespective of popula-
tion, or fuel efficiency, then the raw numbers may be relevant. But if you are more
interested in the efficiency with which the United States uses energy resources,
one of the ratio measures will be more relevant. Let us suppose that we are inter-
ested in the energy use per dollar of output, as we are interested in a measure of
the “efficiency” of energy use. This measure abstracts from the size of the popula-
tion and from the “size” of the economy given the population.

What data do we have? In Xfiles we have data on energy use by various coun-
tries for 21 years. For each country and for each year we can calculate the ratio of
energy use to total production, where total production is defined as the sum of agri-
cultural and industrial production. Using the variable names in the folder Energy,
we can calculate

energpc × popmil

agrprod + indprod
= energy per $prod. = E$P

These data have been collected for you in the folder Misc, under the file name,
Energgdp.xls.

You can get an immediate impression of the comparisons between the data by plot-
ting box-and-whisker plots of the variable “energdp,” which is the S-Plus variable
name for E$P . For each country we can calculate the moments of our variable E$P ;
the units of measurement are kilograms of oil per dollar of output. However, the indi-
vidual observations for each country are over time. It is unlikely that the variations in
energy use over the years are independent of each other; that is, if energy use is very
high one year, it may well be true that energy use is high the subsequent year, or
years. Let us leave this problem as we have not yet learned how to deal with it. One
task would be to “test” whether the individual observations over time are mutually
uncorrelated. So, let us assume that the individual observations are uncorrelated.

We have another “correlation problem.” Are the U.S. and Australian data uncorre-
lated? One can make a case that it would be wise to check this assumption; but as we
have not yet discovered how to deal with the situation in the case that there is correla-
tion, we will very conveniently assume the problem away for now. However, recog-
nize that these are important questions that will affect your analytical results and your
interpretation of them.
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Key questions now are, What is the relevant distribution for the variable E$P ? and Is
the distribution the same for the two countries? This is another matter for which you do
not yet have the tools, so for purely pedagogical reasons we will continue to assume
our difficulties away and assume that normality holds in both countries. However, this 
is something that we can get some handle on by calculating the first four moments. The
standardized third and fourth moments should be approximately 0 and 3, as we have re-
peatedly noted. We are still at some disadvantage in that while we recognize that we are
observing estimates of the third and fourth moments, we do not have any idea of the
sample variation of these higher moments. The first four moments for the U.S. figures
are (in kilograms per $ of output) 2.26, 0.80, 0.59, and 1.73, and the corresponding
Australian figures are 1.28, 0.22, 1.49, and 4.59. Actually, the large sample standard er-
rors for the third and fourth standardized moments under the assumption of Gaussianity
are 0.6 and 1.2 for the United States and 0.53 and 1.07 for Australia. Allowing an ap-
proximate error band of about 2 standard deviations, we see that in both cases the as-
sumptions of 0 and 3 for the third and fourth moments are not far out of bounds, so
perhaps the assumption of normality is not such a bad approximation. Using some ad-
vanced procedures, we can confirm that the empirical evidence, scanty as it is, is consis-
tent with the assumption of normality.

There is another good reason for plotting the box-and-whisker plots: checking the
data. When one first uses any data set it is very good practice to plot the data to get a
feel for what is there and query the presence of outliers (observations that are very ex-
treme in value). Outliers may well be perfectly good observations and provide impor-
tant evidence on the process under examination, but they may also indicate errors in
recording or calculating the observed variables. In any event, you should know if
there are any outliers, or indeed any observations that are for any reason “suspicious,”
and investigate further. You might be surprised how often with seemingly well used
data there are serious errors. It is always wise to check.

What is immediately apparent from the box-and-whisker plots and the sample mo-
ments is that both the sample mean and the sample variance of energy use for Australia
are substantially less than the corresponding figures for the United States: 2.26 versus
1.28 for the means and 0.80 versus 0.22 for the variances. So now we can ask whether
the U.S. mean energy use per dollar of output is substantially greater than the value for
Australia. We have already noted that the variances are not the same. Fortunately, the
respective sample sizes are approximately the same; they would be exactly the same
except for some missing data. Further, although the sample sizes are not very small,
they are not very big either. The net result of these ruminations is to conclude that it is
a reasonable choice that we use the Student’s T distribution for the statistic:

x̄U S − x̄A√
s2

U S/nU S + s2
A/n A

where x̄U S, x̄A are the respective means using nU S and n A observations and s2
U S and

s2
A are the respective sample variances. If we plug in the numbers we obtained, we get 

2.26 − 1.28√
0.80/17 + 0.22/21

= 4.09
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This statistic is under our assumptions distributed approximately as Student’s T, with
21 + 17 − 2 = 36 degrees of freedom. We can well conclude at any reasonable confi-
dence level that the null hypothesis is rejected.

However, let us return to our earlier assumption that the Australian and U.S. data
are uncorrelated. From Chapter 5 (Equation 5.8), we do know how to calculate a cor-
relation coefficient. If we calculate the correlation coefficient between the U.S. and
Australian data we obtain .91; that is, they are very highly correlated and the correla-
tion is positive. Now using some of the relationships that we explored in Chapter 4,
we can conclude that if the two series are correlated the variance of the difference is
given by

var(x̄U S − x̄A) = σ 2
U S

nU S
+ σ 2

A

n A
− 2 × cov(x̄U S, x̄A) (11.18)

We can estimate the covariance by the sample correlation times the product of the
standard deviations. If ρ is the correlation between x̄U S and x̄A, then we can rewrite
Equation 11.18 as 

var(x̄U S − x̄A) = σ 2
U S

nU S
+ σ 2

A

n A
− 2 × ρ

σU S√
nU S

σA√
n A

(11.19)

We estimate this variance by substituting the estimates of all the components into
the expression. Although the distribution of the resulting statistic is very complicated,
our use of the Student’s T distribution will not be too different from the actual distribu-
tion. Our recalculated ratio of the difference x̄U S − x̄A relative to our estimate of its
standard deviation—that is, to our estimate of the square root of the expression in
Equation 11.19—is given by 

(x̄U S − x̄A)/

√
s2

U S/nU S + s2
A/n A − 2 × ρ̂

√
s2

U S/nU S

√
s2

A/n A

= (2.26 − 1.28)/

√
0.80/17 + 0.22/21 − 2 × 0.91

√
0.80/17

√
0.22/21

= 7.48

In this case, we conclude that any attempt to allow for the correlation between
the two series leads to an even stronger rejection of the null hypothesis. Recall that
our “rejection of the null hypothesis of no difference in the means” is not a state-
ment of fact about the actual state of the world, but that given these empirical re-
sults a reasonable decision to make is that the U.S. energy figures are larger than
those for Australia.

You may have been disturbed to note how “messy” the whole process of analysis
was. In real life we would have been able to use a number of tools that you have not yet
mastered and would therefore have been able to check our assumptions for their rele-
vance. The idea that real analysis involves having to settle on compromises—to say that
an assumption is approximately correct, to conclude that the results are reasonable
under the circumstances—is the essence of statistical analysis in actual situations. The
statistics provide a guide to reasonable decisions and actions. Given our numbers, it is
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reasonable to conclude on the evidence that the U.S. per-capita energy use figures are
substantially greater than those for Australia. Our next step would be to determine why,
by narrowing the source of the difference between the rates of energy usage. For exam-
ple, we might speculate that the relatively greater U.S. usage reflects the relatively lower
average cost of energy in the United States, so the United States specializes in “energy
intensive” products. We would then try to obtain data to test that hypothesis.

Let us consider another instructive example. In the Wall Street Journal (November
11, 1996), there was a report about a religious seminar called Discovery that “pur-
ports to offer scientific proof that God exists.” The Discovery teachers claimed that
computer analysis of the Torah, the first five books of the Old Testament, “proves that
God hid codes in the text to foretell later events.” The article also stated that some
statisticians examined the process, which involves picking algorithms that process the
text as one might do to find a secret code. Now in any large book there is a reason-
able probability that by chance alone such an analysis will yield names of people and
events that the reader recognizes. The claim, however, is that the rate of occurrence of
such discoveries is much higher than would be obtained by chance. The article noted
that the statisticians indicated that the occurrence of the observed codes was greater in
the Bible than in Tolstoy’s War and Peace.

Let us examine this issue purely from the point of view of assessing the extent to
which such a process does, or does not, support evidence of God’s existence. To be
clear about our objective, we will ignore the distinction between finding messages
and being able to ascribe such messages to a supreme being. 

Our sole objective is to assess this way of providing evidence for, or against, any-
thing. A first thought along these lines is that using statistics we cannot prove any-
thing, we merely adduce evidence in favor of or against a hypothesis; statisticians are,
we recall, not in the business of proof but in the realm of inference. We recognize that
we can cite seemingly overwhelming evidence in favor of, or against, a hypothesis
and yet our conclusions can be quite wrong.

Our first thought is that there is no clearly and precisely stated hypothesis, and
there is no clear statement of the choices that we are to make. In all our analyses, we
examined how to choose between two mutually exclusive hypotheses. We played the
game that we had narrowed down our options to just two alternatives. However, no-
tice such a clean dichotomy does not exist in this case. Our first difficulty is to assess
what we might expect from observations “by chance.” Usually, statisticians assume
the independence of events under the hypothesis that there is no effect; in this case,
there is no message. But the words of a book, any book, are not written at random
and that observation carries over to the letters used. It is most likely that there are
groups of words and phrases that are repeated far more frequently than other words
and phrases. It is also likely that there are many incidences of correlation between
blocks of text, and often this will be the case for blocks of text widely separated
within the book. After all, writers of a text, even a complicated and multiauthored text
such as the Bible, are writing with an objective in mind and will usually have a defi-
nite style of writing that is maintained throughout the text. By “style of writing,” we
mean that the author’s choice of words and phrases has a pattern and that some words
and phrases appear far more often than others. Indeed, the very concept of textual
comparisons rests on this notion that each author has a style that can be recognized by
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a descriptive statistical analysis. This means that the choice of words and phrases is
not random, and so we cannot calculate the probability of occurrence of any given
word, phrase, or group of phrases under the assumption of randomness. A possible
line of attack to obtain a benchmark might be to calculate the observed frequency of
occurrence of those words discovered in the Bible in a random selection of large texts
or in a group of texts with an equivalent number of words. There are difficulties in
making even this comparison, but at least we recognize that without such an approach
we do not have a well-formulated null hypothesis.

The alternative hypothesis is equally vague. What constitutes a message? No one
has claimed that there are sequences of sentences that give instructions or warn-
ings—merely that there are words that are recognizable and, in the analyst’s view,
that are of religious relevance. Merely writing this sentence indicates how imprecise
the statement of the alternative hypothesis is. Vague hypotheses, especially those
that are formulated after seeing the outcomes, are not only misleading but intellec-
tually dangerous. The alternatives are formulated after seeing the data, because the
analyst’s procedure is to try all sorts of “decoding schemes” and then list the names
that are thereby discovered. These names then become the messages that were to be
found. In all that we have done, we were careful to formulate our alternative hy-
potheses before we confronted the data and were careful to pose the problem in
such a way that the demarcation between the alternatives was precisely indicated.
However, such precision of definition of the problem is lacking in this situation.

The reader might well counter these arguments by pointing out that cryptographers
use the same and many more techniques that are even more clever to discover mes-
sages sent by intelligence agents of other countries. True, but there is a fundamental
difference. In a cryptographer’s discovery of a message within a seemingly innocuous
text, the message is composed of sentences, at least several phrases, within a rela-
tively short text that contains confirmable details and has a specific interpretation.
Further, the message is usually supported by corroborating evidence.

If nothing else, the discussion of this example has indicated to you some of the
limits of statistical analysis and has reemphasized the distinction between deductive
proof and inference.

11.9 Summary
This chapter has as its sole focus the problem of how to choose between two alterna-
tive hypotheses. In Chapter 10, we were concerned with inferring the parameter val-
ues, or values of the moments, of specific distributions. There we assumed that we
knew the relevant distribution but not the values of its parameters. In this chapter, we
presume to know even more; but more important, our focus is different. We move
from asking what the value of a parameter is to presuming we know the value but
want to test whether our presumption is correct. Our test is even more constrained in
that we want to check our presumed knowledge against specified alternatives, even in
the more complex case of simple versus composite alternatives.

Basically, we face two alternative states of the world, A or B, and want to make a
decision about which is more likely to apply to our situation. We have two decision
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outcomes, A or B. Note that the outcome of our hypothesis test is definitely not to
declare which of the two states of the world holds; it is only to provide a “reason-
able” course of action, a decision. Whatever choice we make, there is some probabil-
ity of error. We can commit Type I and II errors. Type I errors are rejecting the null
hypothesis when it is true, and Type II are rejecting the alternative hypothesis when
it is true. We noted that the procedure is “biased” in favor of the null, given the usual
choices of α, the probability of Type I error. This is because the originators of the
procedure did not want to abandon the null hypothesis unless under that hypothesis
an extraordinary event were to occur. This is the “conservative” approach to testing
hypotheses.

Only when the distance between the alternative hypotheses is large, which is equiva-
lent to having a very small variance for the distributions, can we unambiguously choose
with confidence and little probability of Type II error. The usual case is the two distribu-
tions overlap, so we really need a theory to be able to make a useful decision. In these
situations, we have a choice between the level of Type I and II errors; decreasing one in-
evitably increases the other, so this decision is a real one. The choice of α level depends
on your own assessment of the costs associated with Type I and II errors.

When we move to simple versus composite hypotheses tests, we can no longer talk
about trading off α and β; now we have to consider a set of β values, one for each
value of the alternative hypothesis. Our solution is to examine the power curve, where
power is 1 − β; power is the probability that the alternative hypothesis will be ac-
cepted when it is in fact true.

We ended our discussion of testing hypotheses by distinguishing between statistical
significance of an effect and the importance, often confusingly termed, the “signifi-
cance” of an effect. The latter is concerned with the degree of the effect, or its strength;
whereas the former is really more concerned with the detectability of an effect. Very
large effects may not be detectable because the variation in noise is too large; alterna-
tively very small and unimportant effects may be easily detectable because the variation
in the noise is even less. The former would at reasonable confidence levels be statisti-
cally insignificant and the latter statistically significant. However, from a practical per-
spective, the former situation needs to be recognized and the latter can be ignored.

We introduced a very useful way of summarizing “hypothesis test situations”—
calculating P values, or significance probabilities. P values state the probability under
the null hypothesis of observing in a repeated sample using exactly the same experi-
mental conditions as in the original experiment a value of the statistic that is more ex-
treme than that actually observed. Very small P values indicate that the observed
value of the statistic is in a range that is improbable under the null hypothesis, and
large values indicate that the observed value of the statistic is in a range of values that
are very probable under the null hypothesis.

We presented two examples to give the reader a better understanding of the practi-
cality of statistical analysis and the limits of inference. Our objective was to show the
various questions that must be answered before beginning any analysis. We have not
yet developed the tools to deal with all of these questions, but recognizing the need to
answer such questions will help the reader gain a more sophisticated understanding of
statistical tools.
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Case Study

Was There Age Discrimination
in a Public Utility?

In Chapter 10, we estimated a number of
parameters from the distributions for the
relevant variables; in this chapter, we will
test hypotheses about those parameters.
The first parameter was the mean salary of
the employees in the original firm. One hy-
pothesis we might consider is that the theo-
retical mean of the salaries of the original
employees is $53,250 against the hypothe-
sis that it is greater than $53,250. Do these
two salary distributions have the same the-
oretical mean? Did the mean salary of for-
mer employees seeking to be rehired match
those in the outside market or was it less?
This is clearly a one-sided test with large
values rejecting. We are reasonably sure
that the Gaussian distribution is a suitable
approximation, and we know that we do
not know the variance. Consequently, our
test is based on the Student's T distribu-
tion, with 254 degrees of freedom, and the
statistic is 8.68. The critical bounds for α =
.01, .001, .0001, are 2.34, 3.12, and 3.76.
Consequently, we conclude that at almost
any α level the null hypothesis is rejected
in favor of the alternative. The firm's old
employees earned far more than the aver-
age salaries of those applying from the out-
side, but this comparison does not allow for
skill level, managerial responsibility, or
even age.

We can also test hypotheses about other
probabilities as well. We have an estimate
of the percentage of employees that are fe-
male. If the industry average is 0.18 and
the estimated proportion of females in this
firm is .16, we can test the hypothesis that
the mean of the proportion of employees
that is female is .18 versus the alternative
that it is different—in this case, a two-
sided test. The binomial distribution is rel-

evant with 375 degrees of freedom. We use
the Gausssian approximation for this test
at a variety of α levels. The calculated sta-
tistic is -1.31 and at a 5% test level the
lower critical bound is -1.96. We fail to re-
ject the null hypothesis. The corresponding
P value is .19; that is, the probability of
getting a value as or more extreme under
the null hypothesis is 19%. If we raise the
probability of the test error, the probability
of incorrectly accepting the null to .1, we
still accept; but at an α level of .2 the criti-
cal bound is −1.28, and at this point we
reject the null hypothesis. Recall that as
we raise the probability of Type I error, we
reduced the probability of Type II; we in-
creased the power of the test. This example
stresses the importance of specifying an
appropriate α level; the conclusions drawn
depend very much on your choice.

Our main interest is in the proportion
of former employees 40 and over that were
hired; we want to test the hypothesis that
this proportion is the same as the propor-
tion of the former employees who were 40
and over, or the same as the proportion of
former employees who applied and who
were 40 and over. Given that we have re-
duced all our choices to simple {0,1}
choices, the relevant distribution is the bi-
nomial with varying degrees of freedom,
depending on the number of "N/As" con-
tained in the data. The proportion of for-
mer employees hired that are over 40 is
.50 with 314 degrees of freedom. The pro-
portion of former employees that are 40
and over and applied is .76; for the popula-
tion of all former employees 40 and over
the proportion is .84. We test the hypothe-
sis that the estimated proportion .50 has a
mean of .76 against the alternative that
the proportion is less. Because we have so
many degrees of freedom, let us choose a
very small size of test; that is, let α = .01.

continues on next page
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(Continued)
The estimated statistic is −10.97, and the
corresponding critical bound at α = .01 is
−2.33, so the null hypothesis is rejected.
Indeed, even if we reduce α to .001, the
null hypothesis is still rejected.

We conclude that there is no doubt that
proportionately fewer people over 40 were
hired than were in the population of all
employees, or even within the proportion
that applied. It is also true that the aver-
age salary of the employees was greater
than the estimated market mean salary, so

that by hiring from the outside the average
wage bill would be reduced.

However, we have not allowed suffi-
ciently for the effect of "self-selection" on
the outcome. As we mentioned previously,
it is likely given the circumstances that
older people within the firm who are near
retirement (recall the average age, 46, and
the average level of years of service, 21)
will not be as aggressive in the rehiring
process, they have less to gain, so that we
would expect for these reasons alone fewer
would be hired.

Exercises

Calculation Practice

11.1 Using the verbal and mathematics scores for
the PSAT examination described in the chapter,
perform one-tailed and two-tailed hypotheses tests,
where appropriate, at the 7% significance level for
the following hypotheses. Assume normality for
the distributions, but do not assume that you know
the variances.

a. The mean SAT math score is 450 against the al-
ternative that it is higher.

b. The mean SAT verbal score is 450 against the
alternative that it is lower.

c. The mean PSAT math score is 50 against the al-
ternative that it is not.

d. The mean PSAT verbal score is 35 against the
alternative that it is not.

11.2 A random sample of 10 observations is
drawn from a normal distribution with unknown
mean and variance. The sample variance is
S2 = 160, and the null hypothesis is H0: µ = 150.
The alternative hypothesis is H0: µ = 200. 

a. Determine the rejection region, and illustrate it
with a diagram for α = .1; α = .05; and α = .01.

b. Would you reject or accept the null hypothesis
if the observed sample mean, x̄ , had a value of 158
at each of the following significance levels:
α = .1; α = .05; and α = .01?

c. Given the alternative hypothesis, calculate the
power of this test and illustrate for the difference
significance levels: α = .1; α = .05; and α = .01.

d. Suppose that the alternative hypothesis is
H1: µ = 160. How would your decisions to reject
or accept the null at the three different significance
levels specified change? Note that x̄ = 158.

e. Given this different alternative hypothesis, recal-
culate the power of the test for the three different
significance levels: α = .1; α = .05; and α = .01.

f. Compute and show in a diagram the P values for
the following observed sample means: x̄ = 158;
x̄ = 160; and x̄ = 162.

11.3 A random sample of 25 observations is
drawn from a normal distribution with unknown
mean and variance. The sample variance is
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S2 = 400, and we want to test the null hypothesis
H0: µ = 15 against the alternative H1: µ �= 15.

a. Determine and illustrate in a diagram the rejec-
tion region for α = .1; α = .05; and α = .01.

b. Would you reject or accept the null hypothesis
of the observed sample mean x̄ = 32 at a signifi-
cance level of α = .1; α = .05; and α = .01.

c. If the sample mean was x̄ = 25 instead 32, how
would your results differ?

d. Suppose the sample variance was much lower,
S2 = 25. Recalculate the rejection region for the
same significance levels.

11.4 Large introductory college courses are often
split into smaller recitation sections, with each led
by a different teaching assistant. Imagine you are
an instructor for one of these large courses and one
of your teaching assistants comes to you and asks
for a pay raise for doing an above-average job. Her
basis for this is as follows. There are 250 students
enrolled in the course. Each recitation section con-
tains 25 students. The final grades for the course
have a mean of 70 and a standard deviation of 15.
The average for her recitation section is 80, and
the standard deviation is 14. Your assistant argues
that it is unlikely than any 25 randomly selected
students would average above 80 for their final
grades. Therefore, she did an outstanding job of 
instructing the students and should receive a pay
raise. Perform a hypothesis test to evaluate the
teaching assistant’s claim. Assume normality for
the distributions, but you do not know the variance.

11.5 (Refer to Exercise 11.4.) You are evaluating
your teaching assistants’ performance. Two of your
teaching assistants (Susan and Mary) are arguing
over who did a better job of instructing her stu-
dents. Each of the two recitations contains 25 stu-
dents. The final course average for Susan’s
students is 75, with a standard deviation of 10. The
final course average for Mary’s students is 80 with
a standard deviation of 5. Perform a hypothesis test
on the difference of the two means to determine if
there is in fact a difference in performance be-

tween the two recitation sections. Use the same as-
sumptions as in the previous exercise.

11.6 The average values of arms transferred from
the United States and the U.S.S.R. between 1981
and 1985 to 36 randomly selected countries are
summarized in the table:

U.S. U.S.S.R.

Average Arms Transfers 
(in U.S.$ millions) 866.81 1,322.36

Sample Standard Deviation 1,471.70 2,082.07

Based on this information, can you conclude that,
on average, the U.S.S.R. transferred a higher value
of arms than the United States in the given period?
Specify the test that you will use and your signifi-
cance level.

11.7 In a random sample of 20 coffee drinkers
(defined as those that have more than 200 mg of
coffee a day), the average number of finger taps
during a fixed interval of time was 248.3, with a
standard deviation of 2.2. Similarly, in a random
sample of 10 noncoffee drinkers, the average num-
ber of finger taps was 245.6, and the standard devi-
ation was 2.3. Can you conclude that, on average,
coffee drinkers make more finger taps than non-
drinkers? Specify your test and the significance
level.

Exploring the Tools

11.8 You want to choose between two simple al-
ternatives, µ1 and µ2. The parent distribution is
N (µ, σ 2

0 ), and you know the value of σ 2
0 . Your in-

formation is based on a random sample of size 64,
and σ 2

0 is 9. Pick a confidence level of 90%.

a. Compare your tests when µ1 is the null, µ2 is
the alternative, and

(1) µ1 = 0, µ2 = 1

(2) µ1 = 0, µ2 = 4

(3) µ1 = 0, µ2 = 10

b. Let µ2 be the null in each case and µ1 the alter-
native, and compare your results.
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The objectives in this exercise are to help you eval-
uate the role of the alternative hypothesis in a
“simple versus simple” setting and to understand
the special role played by the null.

11.9 Objective: To illustrate the sampling proper-
ties of hypothesis tests. In this exercise, 500 ran-
dom drawings of samples of size n1 = 10 are
drawn, and the proportion of times the test rejects
is recorded and plotted as a histogram overlaid on
a plot of the theoretical distribution of rejections
for each choice made in the dialogue. 

[Computer directions: Start S-Plus. Click on Labs,
Level of Significance of a Test. Accept the default
values in the dialog; click Apply. Examine the out-
put in the Graph window. Repeat the experiment by
making various choices for the dialog alternatives.]

This exercise gives you practice in examining the
statistical properties of hypothesis tests in a variety
of circumstances; be bold and experiment!

11.10 Worked. Objective: To illustrate the formal
determination of optimal values for α and β (for
the student with calculus). Consider a choice be-
tween two states of the world. Let us label them A
and B. Label the corresponding decisions a and b,
to take decision a is to act in accordance with state
of the world A and to take decision b is to act in
accordance with state of the world B. The novel el-
ement in our development here is to presume that
we have information on the probabilities of occur-
rence of states A and B; let the probability of A oc-
curring be PA and that of state B, be PB = 1 − PA .

As a first step we create for this problem a deci-
sion/state of the world table as we did in Table

11.1, but this time we add in the probabilities 
of occurrence for each state of the world. (See
Table 11.2.)

The probability under the chosen decision rule
that decision b will be taken conditional that 
the state of the world is A is pr[I|pα ], and (1−
pr[I|pα]) is the probability under the same deci-
sion rule and condition that decision a will be
taken. Each entry in the body of the table is the
joint probability of taking a given action for a
given state of the world; that is, pr[II|pα](1 − PA)

is the joint probability that with critical bound pα

action a will be taken and the state of the world is
B; pr[a] and pr[b] are the marginal probabilities of
taking actions a and b.

We need to specify how probabilities such as
pr[II|pα] are calculated. We will presume that the
situation is similar to that found in Figure 11.2.
State A is the lower mean value, and state B is the
higher mean value; by our previous discussion the
choice of pα was somewhere between the lower
and upper mean values. We see that as we in-
crease pα ; that is, if we shift pα to the right, the
probability of Type I error will decrease and that
of Type II will increase. For simplicity, let us as-
sume that both distributions are Gaussian with the
same variance σ 2 = 1 and means µA, µB . Letting
φ(x0|µA), φ(x0|µB ) represent the Gaussian cu-
mulative distribution functions and φ(X |µA),
φ(X |µB) the corresponding density functions, the
probabilities are:

pr[I |pα] =
∫ ∞

pα

φ(X |µA)d X

= 1 − φ(pα|µA)

Table 11.2 Joint probabilities for "states of the world" and decisions

Decision Marginal
a b Probability of A, B

State of A (1−pr[I|pα ] )PA (pr[I|pα ] )PA PA

the World B pr[II| pα ] (1−PA) (1−pr[II| pα ])(1−PA) 1−PA

Marginal Probability
of Decision a, b pr(a ) pr(b )
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pr[I I |pα] =
∫ pα

−∞
φ(X |µB)d X

= φ(pα|µB)

We now consider a corresponding loss table; each
entry indicates the loss or gain to the decision
maker from taking a given action given a specific
state of the world.

We have assumed that correct decisions have
zero cost, but that the two incorrect decisions
have costs of $L1 and $L2, respectively (see
Table 11.3).

What now is our task? We seek to find that value
of pα , and hence a value for α and β , such that the
expected loss is minimal. Given our simplifying
assumptions, the expected loss for this decision
setting is

E{Loss} =
$L1 × pr[I|pα]PA + $L2 × pr[II|pα](1 − PA)

We minimize expected loss by setting the first de-
rivative of this function with respect to pα to zero.
We obtain the equation

−L1 × φ(pα|µA)PA +
L2 × φ(pα|µB)(1 − PA) = 0

where φ(pα|µA) and φ(pα|µB) are the Gaussian
density functions. The solution is given by

L1

L2
= φ(pα|µB)(1 − PA)

φ(pα|µA)PA

If L1, the cost of Type I error, is increased relative
to L2, then to retain the equality we need to in-
crease the ratio on the right side. We can do this by

increasing pα . If PA is large relative to (1 − PA),
then given a specific ratio for L1/L2, we require
φ(pα|µB)/φ(pα|µA) to be large, and that implies
a large value for pα . These results indicate that if
the probability of state A occurring is large, or the
cost of Type I error is large relative to that of
Type II, we pick a small value of α and a large
value of β .

Let us consider a numerical example. We are ob-
serving one of two distributions of temperatures
on a Pacific atoll; both are distributed as Gaus-
sian and both have a unit variance, but A has a
mean of 23.5 and B has a mean of 25 degrees
Celsius. If distribution A is true, a hypothesis of
“no change” in the environment is accepted, but
if distribution B is applicable, there will be
flooding. Flooding will necessitate putting all the
houses on stilts, and that will cost $10,000. If,
however, the houses are not put onto stilts, and
there is flooding, the cost is $20,000. With these
assumptions L1 = $20,000 and L2 = $10,000.
We assume that correct decisions have zero cost
implications; for example, if houses are put onto
stilts and there is flooding, the benefit from no
flooding of the houses is $10,000. Lastly, we as-
sume that the probability of the “no flooding”
state A occurring is .8.

We now calculate the optimal pα and the opti-
mal values of α and β . L1/L2 = 2, (1 − PA)/PA

= 1/4. We need to solve for φ(pα|µB)/φ(pα|µA)

= 8, where µA = 23.5 and µB = 25. By substitut-
ing µA = 23.5 and µB = 25 in the Gaussian den-
sities, we obtain the equation

φ(pα|µB)

φ(pα|µA)
= e−1/2(pα−µB )2

e−1/2(pα−µA)2 = 8

Table 11.3 Loss table for the decision problem

Decision 
a b

State of the A $0 $L1

World B $L2 $0
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Solving this equation for pα , we obtain 

pα = 2 ln(8) + (µB)2 − (µA)2

2(µB − µA)

= 25.64

Notice immediately that in this instance pα is
greater than both means. We can obtain the corre-
sponding values of α and β by standardizing the
value of pα (in this instance we need merely sub-
tract 23.5 and 25, respectively, from pα) and evalu-
ate the corresponding integrals from the Statistical
Tables. We obtain the values α = .016 and β = .74.
These may seem like surprising results, but they are
the outcome of our assumptions and indicate very
clearly that a simple reliance on traditional α levels
and expecting correspondingly small β values is
misguided.

You might experiment by making the difference in
mean temperatures larger, the probability of the
normal weather lower, the difference in costs less,
and the variance less, and by examining the effect
on the resulting values for Types I and II errors.
For example, consider the results if you set tem-
perature to 28 degrees Celsius; next let the ratio of
costs be 1/2 with µB = 28. You might notice that
it is not difficult to allow for different variances
and to include nonzero returns from correct deci-
sions. Experiment.

11.11 For each of the following situations, specify
a two-by-two table of alternative states of the world
and the alternative decisions to be made. Specify the
two types of errors, and indicate how you would
base your decision on observable outcomes in each
case. Reverse the roles of null and alternative hy-
potheses, and comment on the implications.

a. The number of defective components is higher,
or is lower, than before.

b. Mean shares fall more, or less, in this year than
last year.

c. There is global warming or global cooling.

d. Under the Bush administration average real in-
comes rose or fell.

e. There is more, or less, violence shown on tele-
vision.

11.12 In Exercise 11.8, if σ 2
0 were 1, or if it

were 100, what would be the difference in your
conclusions?

11.13 Suppose you want to choose between two
hypotheses, µ1 and µ2, the parent distribution is
N (µ, σ 2

0 ), and you know the value of σ 2
0 . For any

sample size, explain and illustrate what happens to
your test result as you lower the assigned size of
the test, α, from .10 to .001. Illustrate with an ex-
ample, where µ1 = 0, µ2 = 2, σ 2

0 = 9, n = 100.

11.14 Compare two situations. You want to test
whether µ1 = 0 against µ2 = 2, where the parent
distribution is N (µ, σ 2). Let us agree to use the
usual 95% confidence level and that your sample
size is 100. The two situations are that (1) you
know that σ 2 = 4, and in (2) you have only an es-
timate s2 = 3.4.

a. Set up the hypothesis tests in the two cases, and
compare the implications for your inferences.

b. Using the statistical tables (see Appendix B) ob-
tain a 95% confidence level on σ 2 given the ob-
served s2 = 3.4. Using the bounds as possible
(extreme) values for the unknown σ 2, evaluate
what the test results might be if these bound val-
ues were equal to the unknown σ 2.

11.15 You want to test the hypothesis that µ = 3
against the alternative that µ = 6 for a normal dis-
tribution with known variance σ 2 = 36. You want a
probability of Type I error of only .01 and a power
of .99 (probability of Type II error is also .01). What
sample size do you need to achieve this result?

11.16 Repeat your answer to Exercise 11.15 when
you choose an α level of .01 and are willing to ac-
cept a probability of Type II error of .04.

11.17 Worked. Objective: To demonstrate how to
test for the equality of two variances using inde-
pendent samples. If the estimators for the two vari-
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ances are independently distributed, we can use the
F distribution by creating the random variable
given by the ratio of the sample sums of squares
about the mean. If the variances are equal, and
there are n1 and n2 observations for each sample
variance, the ratio is distributed as F with n1 − 1
and n2 − 1 degrees of freedom under the null hy-
pothesis of equality of the variances σ 2

1 and σ 2
2 . If

σ 2
1 is the larger under the alternative hypothesis,

large values of the F statistic will indicate rejection
of the null hypothesis. Consider the variable “age”
for the internal applicants that were not selected
and the external applicants for the age discrimina-
tion data. Our null hypothesis is that the variances
are the same; the alternative is that the variance for
external applicants is greater, so that we have a
single-sided test using the F distribution. The sum-
mary statistics for the age variable for the internal
and external applicants are σ̂ 2

int = 32.5, with
nint = 52, and σ 2

ext = 69.5 with next = 58.

[Computer directions: Start S-Plus. Click on
Labs, Calculating Tests of Hypotheses. Click
“sig1^2/sig2^2,” and enter and in “n1” and
“n2”; in s1^2 and in s2^2. Set Hyp.
Value to “1”; click Apply.] At the default alpha
level of 5% confidence the results are that the null
hypothesis is very strongly rejected in favor of the
alternative; the F statistic value is 2.14 with 57
and 51 degrees of freedom and a P value of .0061.

11.18 The data set, Film.xls, with revenues for
various studios, is in folder Misc, in the Xfiles.
When we discussed the sample moments of these
data, we considered the return risk trade-off, so
that the potential equality of the underlying vari-
ances is of interest. In particular, consider testing
the hypothesis that the variances of returns for stu-
dios O and W are the same. Comment on the im-
plications for choosing between the two studios.

11.19 We have examined the variation in the
mean values of the energy use per capita for vari-
ous countries in the folder Energy. However, we
have not considered the variance of that use. Test
the hypothesis that the variances for Norway and

32.569.5
5258

Korea are the same. If true, what are the implica-
tions?

11.20 In the folder Misc, in the Xfiles, use the file
Coles. It includes measurements on prefat and postfat
for a group of volunteers in a fitness program. The
differences in the mean values do not appear to be
very large, so we might well consider whether there
is a significant difference in the respective variances.
Why can we not use the F distribution in this case?

11.21 Objective: To illustrate the calculation of P
values in a variety of situations.

[Computer directions: Start S-Plus. Click on Labs,
Tests of Significance. Accept the default values in
the dialog; click on Apply. Examine the output in
the Report window. Repeat the experiment by
making various choices for the dialog alternatives.] 

This exercise gives you practice in examining the
calculation of P values; be bold and experiment!

11.22 Objective: To illustrate the power of a test
and how it depends on sample size and the extent
of the difference between the null and alternative
hypotheses for a fixed size of variance. In this ex-
ercise, the histograms from the outcome of 500 
trials of a hypothesis test are plotted against the

theoretical predictions for the percentage of times
the null hypothesis will be rejected. The key is to
observe how the relative frequency of rejection
under the alternative hypothesis varies with the
size of the difference between null and alternative,
the sample size, and the α level. 

[Computer directions: Start S-Plus. Click on Labs,
Power of a Test. Accept the default values in the
dialog; click Apply. Repeat the experiment several
times altering the settings in the dialog to explore
the role of power in hypothesis tests. “D” repre-
sents the difference between the null and alterna-
tive hypotheses; all tests are right-sided.]

11.23 Objective: To illustrate the power of a test
and how it depends on sample size and the extent
of the difference between the null and alternative
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hypotheses for a fixed size of variance. This exer-
cise elaborates on the outcome of the previous ex-
ercise. In this exercise you will be able to alter the
α levels; the difference, delta, between null and al-
ternative hypotheses; the sample size; and power.
You have the choice of fixing all but one of these
variables and solving for the one not set; that is,
you can calculate power given sample size, delta,
and the α level; or you can calculate the sample
size needed to achieve a given power for a given
delta and α level, and so on. 

[Computer directions: Start S-Plus. Click on Labs,
Sample Size, Level, and Power. Accept the default
entries in the dialog to begin. Click on the + and −
buttons in “Buttons to change values” to see the
graphs. You will create a series of graphs by incre-
menting/decrementing any one of the variables
alpha, power, delta, or n. Experiment with differ-
ent settings in Choose Which Value to Calculate.
Each click on “Buttons to change values” creates a
new overlaid set of graphs. The graphs show how
power varies with each of the other values, alpha,
delta, or Sample Size.]

11.24 Objective: To explore the trade-off between
Type I and Type II errors. You are head of a med-
ical research unit that is undertaking an investiga-
tion of the efficacy of a new cancer treatment. If
the treatment is effective, patients enter into a
complete and permanent remission. If the treat-
ment is ineffective, it stimulates cancerous cells to
reproduce even faster, thereby hastening each pa-
tient’s death. Your unit is provided with some sta-
tistical data from a clinical trial. Based on these
data, your unit is to make a recommendation to the
FDA whether to approve this new treatment. Given
the null hypothesis that the treatment “cures” can-
cer and the alternative hypothesis that the treat-
ment does not cure, but rather kills, what value of
alpha would you choose for your hypothesis test?
Justify your selection. 

As an alternative you can choose the desired value
for Type II error and solve for Type I given some

fixed sample size. How and why would you do
this? Finally, if you have a large budget, consider
that you could control the experimental sample
size. Explain how you would choose the optimum
sample size and the values for Types I and II errors.

11.25 Using graphical techniques, illustrate the opti-
mal choice between Type I and II errors as the cost of
I in terms of II falls from a very high value to a very
low value. When the relative cost of Type I is high,
what are your choices for α and β? When the relative
cost of II is very high, what are your choices?

11.26 What is the implication of your results in
Exercise 11.25 on the choice of which error type is
null and which is alternative, if you use only the
conventional α levels to be found in the tables?

11.27 Use the P values obtained in Exercise 11.21 to
comment on the choice of null and alternative hy-
potheses for the situations discussed in Exercise 11.8.

11.28 The minimum power of a test involving a
simple versus a composite, but one-sided alterna-
tive, is never less than the assigned α level.
Explain and illustrate this claim.

11.29 If your sample size is large enough, then for
any assigned α level and any given difference be-
tween the null and alternative hypotheses, both
simple, the power will be approximately 1. On the
basis of this observation, some people claim hy-
pothesis tests are useless, because you can always
reject any difference with enough data. What cru-
cial aspect of this situation does that analysis miss,
and what is the sensible resolution of this prob-
lem? (Hint: Think carefully about the trade-off be-
tween α and β , size of difference between
hypothesis, and sample size.)

11.30 In the text, we discussed testing for the dif-
ference between two means where it was assumed
that the parent distribution variances were the
same. Suppose we have four independent random
samples, each with its own mean that may, or may



not, differ from the others, but that the variances
are known to be the same in each of the four cases,
even though the value of that variance is unknown. 

Devise a test that µ2 = µ3 versus the alternative
that the means are different that best uses all your
information.

11.31 (Reference: Judgement under Uncertainty:
Heuristics and Biases, Cambridge, 1998.) Tversky
and Kahneman indicate that people’s subjective as-
sessments of probability are conditioned on the re-
trievability of instances; that is, if it is easy for you
to remember something, you will tend to exagger-
ate the probability of the occurrence of such
events. If you were to poll people’s assessments of
the probability of a fire in a large building before
and after such a fire, the assessments of the proba-
bility of fire in such buildings would be much
higher in the latter case; even though we all know
that, by definition, rare events do occur, just with
small probability.

Using your knowledge of inference obtained so
far, discuss how you would proceed to test for the
validity of the assertions made in the previous
paragraph.

11.32 Experiment. (Reference: Judgement under
Uncertainty: Heuristics and Biases, Cambridge,
1998.) Use the computer to generate 20 random
sequences of the numbers {0,1}, sample size of 10. 

[Computer directions: Start S-Plus. On the menu
bar, select Data, Random Numbers. In Sample 
Size key in . In Distribution select Binomial. 
In the Parameters box, in Probability, key in . In
Sample Size, key in . Click Apply 20 times.
Twenty random samples will be in the Report win-
dow. Print the Report window.] 

a. For each sequence so obtained, ask five fellow
students if there is an approximate pattern in the
sequence presented; label the sequence “patterned”
if at least three of your evaluators agree that there
is a pattern in the data.

1
.5

10

b. You know that the sequences were generated
“at random,” but if you did not know this, how
would you test the hypothesis that the data se-
quences are random using this experiment? (Hint:
Although the probability of a specific pattern being
obtained by chance is very low, the probability of
some pattern being observed is very high; how
might you estimate this probability?)

Applications

The objective of the first few exercises to follow is
to explore the precise formulation of tests of hy-
potheses.

11.33 Using the data files for energy consumption
for South Korea (Koreng.xls) and the Philippines
(Phileng.xls) contained in the Energy folder, ex-
plain how you would test the hypothesis that en-
ergy consumption per capita in South Korea is
higher than in the Philippines. State clearly your
null and alternative hypotheses. Indicate which
probability for Type I error you would select, and
explain why. You could as easily select the proba-
bility of Type II errors and solve for the correspon-
ding value for Type I. Why might you consider
doing that in this case?

11.34 The data file Psatsat.xls in folder Testscor
contains 520 observations for SAT and PSAT math
and verbal scores. Explain how you would attempt
to test the hypothesis that the PSAT is an easier ex-
amination than the SAT. Specify how you would
organize your data set, state your null and alterna-
tive hypotheses, and indicate the relevant distribu-
tion for your test statistic.

11.35 Explain how you would test the hypothesis
that PSAT math scores are higher than PSAT ver-
bal scores. If you were to refine the statement that
PSAT math scores are 4 points higher, how would
you test this hypothesis? By being more specific in
your statement of the null hypothesis, evaluate
what, if anything, you have gained and lost.

EXERCISES 443
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11.36 In Chapter 7, Exercise 7.63, we discussed
the daddy longlegs experiment and queried
whether the data on lost legs were distributed as
Poisson. In this exercise, test the hypothesis that
daddy longlegs do not learn from their experi-
ences. Identify at least two ways in which you can
carry out this test. Discuss the plausibility of the
assumptions that underlie your analysis.

11.37 The effects of diet and exercise are an often
studied question that generates ambiguous results.
Data obtained from a diet and exercise program
are provided in the file Coles.xls. Use these data 
to construct tests for the following hypotheses.
Provide an interpretation of your hypothesis test-
ing results in each case. 

a. Are men more responsive to exercise programs
than women, in terms of body fat lost? in terms of
weight lost? 

b. Was this diet and exercise program successful?
How do you measure “success”? Can you think of
at least two ways to measure success for this pro-
gram? 

[Computer hint: Create two new variables lossfat
and losswt. In S-Plus, on the menu bar, click on
Data, Transform. In New Column Name, key in

. In Expression, key in . Click
Apply. Repeat for losswt.]

11.38 Many firms in the late 1980s experienced
“downsizing”— the elimination of jobs, mostly
in middle management. Downsizing created a
significant unemployment problem. Critics of
downsizing argued that the unemployment ef-
fects outweighed any cost reduction enjoyed by
firms, so that overall downsizing was harmful for
the aggregate economy. Supporters of downsiz-
ing made the argument that the employees termi-
nated were less productive so that firms were
able to reduce costs without reducing aggregate
output. One could surmise that smaller firms,
which face greater pressures to adapt, are more
productive. Use the data contained in the file
Cosize.xls to explore the hypothesis that smaller

prefat-postfatlossfat

firms are more productive (in terms of sales per
employee). How do you formulate the hypothe-
ses, and what criteria do you use to select the
size of Type I error? Does your result depend on
how you measure “small firms”?

11.39 The theory of liquidity preference tells us
that people prefer to consume now rather than 
in the future. To entice individuals to save their
money and delay consumption, they must be of-
fered a reward for waiting, a rate of interest on
their savings. The longer an individual delays
consumption, the greater the risk faced, so a
higher rate of return will be expected. From this,
we might conclude that long-term interest rates
should theoretically be higher than short-term in-
terest rates. Use the data in the file Intrate.xls to
assess the validity of this assertion. Explain care-
fully how you would formulate your specific hy-
potheses. Do your results vary depending on
which interest rate pairings you select? Can you
explain these results?

11.40 Pick two books, for example, a volume of
Shakespeare’s plays and a Faulkner novel. Select 
a sequence of five pages at random in each book,
and count the number of prepositions used by each
author. Also, count the total number of words, and
obtain the percentage of the total words that are
prepositions. Discuss how you would test the hy-
pothesis that Shakespeare used more prepositions
than Faulkner. After doing the calculations com-
ment on your results.

11.41 Worked. Objective: To explore the formu-
lation of tests of hypotheses. Note: This discus-
sion is far more elaborate than you would be
expected to produce. However, it is important
that you recognize the limitations of the proce-
dures and the true depth of the analysis that un-
derlies these tools.

The data that we will discuss are in the folder Misc
under the file Husbands.xls; the file contains ob-
servations on husbands’ and wives’ heights in cen-
timeters.
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“Are husbands taller than their wives?” is an ap-
parently simple question. In this exercise, we will
explore how to formulate the corresponding statis-
tical question. In the process, we will have to rec-
ognize the facts we observe and the information
we need in addition to the observed data, and fi-
nally we have to decide how to bring our statistical
theory to bear on the problem.

Note first that the question asked is, “Are hus-
bands taller than their wives?” not “Are men taller
than women?” The corresponding statistical ques-
tion would seem to be equally simple. Is the mean
of the height distribution of “husbands” greater
than the mean of the distribution of “wives”?
Notice that these could differ even in a population
where the mean height of men equaled the mean
height of women because tall men select short
women for wives and short men do not marry, or
vice versa.

There are at least two concerns before we begin.
Because we are dealing with husbands and wives,
not men and women, we should be concerned
about the effect of mutual selection on the out-
comes. It is likely that the distributions of heights
of husbands and wives are not independent of
each other so that when comparing differences,
we may not have independent samples. Second,
are we concerned about the distribution of the
difference in heights between each spousal pair,
or are husbands on average taller than wives on
average?

The latter question implies something a little dif-
ferent from the former. The latter merely says that
there is a difference between the means of the dis-
tributions of husbands and wives who might select
each other at random. The former says that men
choose shorter women, correspondingly women
choose taller men.

Let us investigate both questions in turn. But we
will need to be clever to answer the latter.

What are the observable facts—the heights of hus-
bands and wives. But do we have a random sample
of husbands and a random sample of wives, or do

we have a random sample of pairs of husbands and
wives? In the data set “Husbands.xls,” we have
pairs of observations, so that we have a random
sample of pairs. Given this joint distribution of
heights, we could estimate the sample correlation
between them using the procedures of Chapter 5.
If we do that the answer is a correlation coefficient
of .36.

What is the applicable distribution for heights?
Earlier, we speculated that the distribution of
heights might be approximately normal. As a very
rough check on this issue, plot the histograms of
heights for husbands and wives, and calculate the
standardized third and fourth moments. The as-
sumption of normality in both cases seems reason-
able. This is a preliminary examination of the data,
but we are forewarned by our theory to question
the equality of the variances. In our case, the sam-
ple estimates are 4727 and 3906 centimeters
squared for husbands and wives, respectively.
These results mean that it is unlikely that the vari-
ances are equal.

If we address the former question, “Are husbands
taller than their wives?” we can now do so using a
procedure known as testing paired differences.

To do so, we create a new variable, Difhw, de-
fined by

Difhw = heighth − heightw

Under the null hypothesis of no difference, the
mean of Difhw is zero. The variance of Difhw is
given by

var(Difhw) = var(heighth) + var(heightw) −
2cov(heighth, heigthw)

where we recall that the correlation between hus-
bands’ and wives’ heights is .36. Remember that
the covariance can either be obtained directly as
the first cross-product moment between the vari-
ables, or we can obtain the sample covariance from
the sample correlation by multiplying the correla-
tion by 

√
(var(heighth) × var(height )).w
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We can estimate this variance directly merely by
calculating the sample variance, s2, of the new
variable, Difhw, with sample mean, D̄:

D̄ =
n∑

i=1

Di f hwi

n

s2
D =

n∑
i=1

(Di f hwi − D̄)2

(n − 1)

Given our prior assumptions concerning the 
distribution, we now have the same situation as
discussed in the text. We have a variable Difhw
that is distributed independently as Gaussian
with unknown mean and variance, where the
variance estimate is given by s2. As in the text,
we can easily form the Student’s t statistic and
base our calculations of the appropriate α level
for the test that the mean of Difhw is zero on the
Student’s T distribution with n − 1 degrees of
freedom.

Our choice of α will depend on our assessment of
the value of the trade-off between the costs of Types
I and II errors. The actual value of the Student’s t
statistic is

t = (D̄ − 0) × √
n

sD̄

= (130.5 − 0) × √
198

74.14
= 24.8

Given this result, we would reject the null hypoth-
esis of a difference in pairs of zero at very small α
levels and still have power nearly one. The
Student’s T distribution at 198 degrees of freedom
is essentially Gaussian.

Now let us consider the alternative question:
“Are husbands taller than wives?” Our first task
is to obtain a suitable sample. The question is,
How do we obtain two sample distributions that
are at least approximately uncorrelated? We can
achieve this by taking two independent random
subsamples from our existing data, say, of size

120. This was done in S-Plus by using the sam-
ple function. My results produced samples for
husbands’ heights and those of wives that had a
correlation of −.005; let us agree that −.005 is
as close to zero as we need.

Using our independent subsamples, our estimates
for mean heights for husbands and wives sepa-
rately are x̄h = 172.00 cm, and x̄w = 159.36 cm.
The variance of this difference in means when the
underlying variances are the same is given by

σ 2
x̄h−x̄w

=
(

σ 2
h

nh
+ σ 2

w

nw

)

where nh and nw are both equal to 120, say n. The
pooled estimate of the variance, σ 2

x̄h−x̄w
, s2

p , is given
by

s2
p = 1

(2n − 2)
((n − 1)s2

h + (n − 1)s2
w)

so that

s2
p =1

2

(
s2

h + s2
w

)
s2

h =
∑ (xhi − x̄h)

2

(nh − 1)

s2
w =

∑ (xwi − x̄w)2

(nw − 1)

where s2
h , s2

w are the sample variances for husbands
and wives; s2

h = 4198.8, and s2
w = 3718.2 with a

sample size n = 120.

From this information we know that we can for-
mulate an estimator for the difference in heights
for which we know the distribution. Thus, using
X̄h − X̄w as an estimator for µh − µw , we can cre-
ate a Student’s T random variable with (2n − 2)

degrees of freedom in which the common value of
the variance, σ 2

x̄h−x̄w
, is canceled:

T = [X̄h − X̄w − (µh − µw)]
√

n/2

Sp

wi

wi

w

w

w

w

w

w

w

w

w
w

wi

w

w

w

w w

w

w
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Our null hypothesis H0 is that µh − µw = 0 versus
the alternative hypothesis, Ha that µh − µw > 0.
We are choosing a one-tailed test because we are
presuming that we suspect that husbands are taller
than wives. Under H0, the estimator 

T = (X̄h − X̄w)
√

n/2

Sp

is distributed as Student’s T with (2n − 2) degrees
of freedom. The analysis can proceed in precisely
the same manner as discussed in the text.

We now have to pick an appropriate alpha level, or
size of test. If we agree that we are interested in
the difference purely from a scientific viewpoint,
and we are only willing to reject if a very low
probability event occurs under the null, let us
choose α = .01, or (1 − α) = .99.

We can at last plug in our numbers and obtain our
numerical answer. The observed difference in
means is 126.4, the observed value of sp is 8.12,
and the sample sizes are 120 each. We obtain a
Student’s t statistic of 120.6, with 238 degrees of
freedom; this indicates a very significant rejection
of the null hypothesis and the P value is virtually
zero. A Student’s T distribution with 238 degrees
of freedom is to all intents and purposes Gaussian.

Our conclusion is that husbands are taller than
wives. Note, this conclusion, even though based on
the evidence and with extremely low probability of
being wrong by chance, does not make it so; wives
on average could in fact be taller than husbands.

We can reconcile this with our data by noting that
either a very low probability event did occur by
chance, or that the various assumptions that we
made to carry out the test were inapplicable and
gave rise to an anomalous result. However, in part
the lesson here is that in practice, many such as-
sumptions have to be made to carry out any test so
that the interpretation of one’s results will depend
on the relevance and importance of these assump-
tions for one’s conclusions.

Although this evidence is plausible, and we
would be advised to act as if it were true, we 
will never know with certainty whether it is 
true or not.

11.42 The file Husbands.xls also contains infor-
mation on the ages of husbands and wives. With
the previous worked question as a guide, discuss
how you would formulate a hypothesis, and per-
form the calculations to answer the question, “Are
husbands older than their wives?” Contrast this
with the question, “Are married men older than
married women?” Using the available data, how
would you test this hypothesis?

This exercise shows you how much judgment is in-
volved in the formulation of a hypothesis test, so
the results of the test will provide useful informa-
tion. It reminds us of the assumptions that are in-
volved in analysis and indicates clearly the limits
of the conclusions that we can draw from any data
set.

11.43 Case Study: Was There Age Discrimination
in a Public Utility?

Your Forensic Economic Consulting firm has 
been asked to develop the case for the plaintiffs.
Indicate in detail the hypotheses that you would
seek to test and assess their relevance to the case 
at hand. If you feel that new information would 
be useful, specify very carefully what it is, how it
would contribute to your case, and how you would
obtain it.

11.44 Case Study: Was There Age Discrimination
in a Public Utility?

You are a member of a competing consulting 
firm, and you have been hired by the defendants.
Through the process of discovery, you know the
arguments and the strategy espoused by the
Forensic Economics Consulting firm. Evaluate
their arguments and either provide a rebuttal to
them, or provide a strategy for analyzing the data
yourself.
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