
Statistics 5: ANOVA  

This exercise builds on the previous one for t-tests. If you have not done that exercise, you will 

not understand this one.  

ANOVA is a statistical technique that performs a similar function to the t-test, but is capable of dealing with more 
than two levels or more than one factor. Because it involves the variances of samples, its name comes from the 
phrase "ANalysis Of VAriance". The exercises in today's practical look at the use of ANOVA for testing more than 
one level of the same variable, and two different factors (independent variables).  

1. Background 

To understand the results of the ANOVA test in Excel, it helps to be able to visualise the data. With the t-test, there 
were two samples, and each one could be represented as an independent distribution. Where there are three 
samples (groups), you need three separate distributions as shown in the graphic below. 

 

As you can see, the differences between the means for the groups are one source of variation, and the spread of 
data in each group is another. The ANOVA takes both of these sources of variation into account, and each one has 
degrees of freedom associated with it. For the between-groups variation, df is one less than the number of groups, 
and for the within-groups variation, the calculation is the same as for the t-test: subtract one from the number of 
observations in each group, then add those figures together. For three groups, for example, the within-groups 
degrees of freedom are (N1 - 1) + (N2 - 1) + (N3 - 1). 

The statistic used in ANOVA is the ratio between the total between-groups variation and the total within-groups 
variation - this quantity is called the F-statistic. The larger the variation between groups compared to that within-
groups, the larger the F-statistic, and the more likely it is that there is a real difference. 

ANOVA tests the null hypothesis that the three samples come from the same population. It does not test whether 
there is a significant difference between one group and the others. You need to be aware of exactly what the 
ANOVA tells you and what it doesn't. If you get a significant result, you will need to do a little more work to identify 
the specific difference that is causing the result.  

  

  

2. One factor with more than two levels: student type and social networking  

In the first exercise, you will test whether the school that a student comes from has any relationship with the 
number of contacts on their favourite social networking site. We might hypothesise that computing students have 
more than others; however, an ANOVA will only give us part of the answer. It will tell us whether there is a 
significant difference between the different schools, but to work out the details of that difference, further 

 



investigation would be necessary.  

 Open the datafile in the sidebar using Excel (you will recognise the data)  

 Activate the Data tab and check that the analysis tools are installed. If not, refer to the previous exercise for 
how to activate the Analysis Toolpak  

 Highlight columns A-E on Sheet 1, copy them and paste them into Sheet 2 

 On Sheet 2, delete columns A, B and D leaving only the data for School and Friends 

 Sort the data by School 

 Highlight column A (School), then on the Data tab, click the advanced filtering option. Refer to the graphic 
below to see how to create a list of unique school codes in a new location.  

 


